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Abstract—The rich content in various real-world networks such as social networks, biological networks, and communication networks
provides unprecedented opportunities for unsupervised machine learning on graphs. This paper investigates the fundamental problem
of preserving and extracting abundant information from graph-structured data into embedding space without external supervision. To
this end, we generalize conventional mutual information computation from vector space to graph domain and present a novel concept,
Graphical Mutual Information (GMI), to measure the correlation between input graph and hidden representation. Except for standard
GMI which considers graph structures from a local perspective, our further proposed GMI++ additionally captures global topological
properties by analyzing the co-occurrence relationship of nodes. GMI and its extension exhibit several benefits: First, they are invariant
to the isomorphic transformation of input graphs—an inevitable constraint in many existing methods; Second, they can be efficiently
estimated and maximized by current mutual information estimation methods; Lastly, our theoretical analysis confirms their correctness
and rationality. With the aid of GMI, we develop an unsupervised embedding model and adapt it to the specific anomaly detection task.
Extensive experiments indicate that our GMI methods achieve promising performance in various downstream tasks, such as node
classification, link prediction, and anomaly detection.

Index Terms—Graph representation learning, mutual information, anomaly detection, InfoMax, unsupervised learning.

✦

1 INTRODUCTION

MANY aspects of the real world can be understood
as systems coupled with multiple independent units,

e.g., social relations in computational sociology, multi-object
systems in physics, and 3D point clouds in computer vi-
sion. For such interconnected systems, graphs, a kind non-
Euclidean data, have proven to be a powerful tool to model
and analyze them. It could be said that the graph-structured
data becomes the backbone of countless modern systems,
providing an effective scheme to store and access relational
knowledge about interacting entities [1].

Recently, to get a deeper understanding of the real world,
there has been a great deal of interest to conduct various
mining tasks on graphs, e.g., node classification [2], graph
alignment [3], and community detection [4]. This gives rise
to a category of models named Graph Neural Networks
(GNNs). Albeit in fruitful progress [5], [6], [7], training
GNNs in existing approaches usually requires a certain
form of supervision. Undoubtedly, the labeling information
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is expensive to acquire—manual annotation or paying for
permission, and is even impossible to attain because of the
privacy policy. Not to mention that some graph mining
tasks such as link prediction [8] and anomaly detection [9]
are generally obliged to provide assistant decision-making
when people have no prior knowledge of the data (i.e., with-
out external supervision). Therefore, doing unsupervised
graph learning research is of great practical significance.

Considering the core issue of machine learning on
graphs is finding an effective way to encode both the at-
tribute and topological information of a graph into feature
vectors [10], graph representation learning has become one
of the current fascinating topics. It aims to project nodes
(or entire graphs) into a low-dimensional vector space
while preserving the structural proximity. This is a basic
but important task as good representations would aid in
downstream graph mining tasks such as link prediction
and node clustering. Hence, in the absence of labeling
information, exploring high-quality representation learning
methods becomes a necessary condition for graph-related
research, which motivates the study of this paper.

Through carefully examining our collected graph-
structured data, we find that they generally come from
various sources such as social networks, citation networks,
and communication networks where a tremendous amount
of both content and linkage information exist. For instance,
data on many social platforms like Twitter, Flickr, and Face-
book include features of users, e.g., basic personal details,
texts, images, IP, and their relations, e.g., buying the same
item, being friends. These rich content data are sufficient
to support subsequent mining tasks without additional
guidance: if two entities exhibit the extreme similarity in
features, there is a high probability of a link between
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Fig. 1. A high-level overview of Deep InfoMax (left), Deep Graph InfoMax (DGI) (middle), and Graphical Mutual Information (GMI) (right). Note
that graphs with topology and features are more complicated than images that involve features only, thus GMI ought to maximize the MI of both
features and edges between inputs (i.e., an input graph) and outputs (i.e., an output graph depicted by hidden vectors) of the encoder. Note that
GMI considers the structural information from a local perspective, while GMI++ captures both local and global topological properties.

them (link prediction), and they are likely to belong to the
same category (classification); if two entities both link to
the same entity, they probably have similar characteristics
(recommendation). In this sense, preserving and extracting
as much information as possible from source networks into
embedding space facilitates learning high-quality expres-
sive representations that exhibit desirable performance in
mining tasks without any form of supervision. It promises
the potential of unsupervised graph representation learning
in many cases, particularly when we intend to take benefit
from a large scale unlabeled data in the wild.

Interestingly, mutual Information (MI) is a good quan-
tity that directly measures information dependence without
extra decoding consumption. With the principle of maxi-
mizing MI, we can easily inherit the rich information con-
tained in a variable. In fact, many methods based on MI
in the image domain [11], [12], [13] have exhibited desired
performance. For instance, Deep InfoMax [14] successfully
learns useful visual features by training an encoder to
maximize MI between its inputs (i.e., images) and outputs
(i.e., hidden vectors). Inspired by the empirical success,
we intend to execute graph embedding based upon MI
maximization to further explore whether MI still works for
graphs. When considering MI maximization in the graph
domain, the first stone we need to step over is how to
define MI between graphs and hidden vectors. First, from
the perspective of node features, one challenge is to ensure
the MI function between each node’s hidden representation
and its neighborhood input features to obey the symmetric
property, or equivalently, being invariant to permutations
of the neighborhoods. Then from the structural view, the
topology of graphs is more complicated than images (see
Fig. 1), each node involves local and global two kinds of
topological relations. Thus, how to enable the MI function
to simultaneously capture these two underlying topological
properties is also a challenging issue.

In this paper, we put forward a straightforward way to
apply MI in graphical structures. In specific, we directly
derive MI by comparing the input (i.e., sub-graph consisting
of the input neighborhood) and output (i.e., hidden vectors
of each node) of an encoder. And fortunately, our theoretical
derivations demonstrate that the directly-formulated MI can

be decomposed into a weighted sum of local MIs between
each neighborhood feature and the hidden vector. In this
way, we have decomposed input features and made the
MI computation tractable. Moreover, this form of MI can
easily satisfy the symmetric property if we adjust the values
of weights. We defer more details to § 3.1. As the above
MI is mainly measured at the level of node features, we
term it as Feature Mutual Information (FMI). There exist
two remaining issues about FMI: 1. the combining weights
are still unknown and 2. it does not take the topology
(i.e., edge features) into account. To address these two
issues, we further define Graphical Mutual Information
(GMI) measurement and its extension GMI++ based on FMI.
Specifically, GMI and GMI++ both apply an intuitive value
assignment by setting the weights in FMI to the proximity
between each neighbor and the target node in the embed-
ding space. As to retain the topological information, GMI
correlates these weights with input edges (local properties)
via an additional mutual information term, while GMI++
associates the weights with graph topology from both local
and global perspectives. The resulting GMI and GMI++
are topologically invariant and also calculable with Mutual
Information Neural Estimation (MINE) [15].

As one recent work also considering MI, Deep Graph
Infomax (DGI) [16] first embeds an input graph and a
corresponding corrupted graph, then summarizes the input
graph as a vector via a readout function, finally maximizes
MI between this summary vector and hidden representa-
tions by discriminating the input graph (positive sample)
from the corrupted graph (negative sample). Fig. 1 gives
an easily understandable overview of DGI. Maximizing this
kind of MI is proved to be equivalent to maximizing the one
between the input node features and hidden vectors, but
this equivalence holds under several preset conditions, e.g.,
the readout function should be injective, which yet seem to
be over-restricted in real cases. Even we can guarantee the
existence of injective readout function by certain design, e.g.,
the one used in DeepSets [17], the injective ability of readout
function is also affected by how its parameters are trained.
This is to say that an originally-injective function still has
a risk of becoming non-injective if it is trained without
any external supervision. And if the readout function is
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not injective, the input graph information contained in a
summary vector will diminish as the size of the graph in-
creases. Moreover, DGI stays in a coarse graph/patch-level
MI maximization. Hence in DGI, there is no guarantee that
the encoder can distill sufficient information from input data
as it never elaborately correlates hidden representations
with their original inputs. By contrast, our proposed GMI
and GMI++ get rid of the readout function and corruption
function, they directly define and handle the MI between
input graphs and representations in a fine-grained node-
level. The main contributions of our work are as follows:

• Concepts: We generalize conventional MI estimation
to the graph domain and define Graphical Mutual
Information (GMI) measurement and its extension
GMI++. Unlike GMI, which is based on local struc-
tural properties, GMI++ considers topology from
both local and global perspectives. Overall, GMI and
GMI++ are free from the potential risk caused by the
readout function as they correlate MI between input
graphs and hidden representations in a direct way.

• Algorithms: Through our theoretical analysis, we
give a tractable and calculable form of GMI and
GMI++, which decomposes the entire MI into a
weighted sum of local MIs. And for GMI++, we em-
ploy random walks to derive the positive pointwise
mutual information (PPMI) that is used to capture
global topological relations between nodes. With the
help of the MINE method, GMI maximization can be
easily achieved in a node-level.

• Downstream Applications: We verify the effective-
ness of GMI on node classification (transductive and
inductive), link prediction, and anomaly detection
(need some skills to apply GMI) tasks. The exper-
iments corroborate that our method is superior in
unsupervised representation learning, which ensures
good performance on various downstream tasks.

Our preliminary work is published in [18]. Compared
to the previous version, we use the PPMI metric to initi-
ate more latent relations between nodes from a contextual
perspective and propose a new variant GMI++ which is
able to capture the local and global structural information
simultaneously. Moreover, to promote future GMI appli-
cation research, we apply GMI in the anomaly detection
task and design a novel unsupervised anomaly detection
framework in this paper. Interestingly, the new framework
based on GMI outperforms all state-of-the-art detection
methods, indicating that GMI is an effective technique for
graph data reconstruction. To facilitate future research, we
have released the source code of GMI1.

2 RELATED WORK

In line with the focus of our work, we briefly review the
previous work in the following three areas.

Mutual information estimation. As InfoMax princi-
ple [19] advocates maximizing MI between the inputs and
outputs of neural networks, many methods such as ICA
algorithms [20], [21] attempt to employ the idea of MI in

1. Code: https://github.com/zpeng27/GMI

unsupervised feature learning. Nonetheless, these methods
can not be generalized to deep neural networks easily due
to the difficulty in calculating MI between high dimensional
continuous variables. Fortunately, Mutual Information Neu-
ral Estimation (MINE) [15] makes the estimation of MI
on deep neural networks feasible via training a statistics
network as a classifier to distinguish samples coming from
the joint distribution and the product of marginals of two
random variables. Specifically, MINE uses the exact KL-
based formulation of MI, while a non-KL alternative, the
Jensen-Shannon divergence (JSD) [22], can be used without
the concern about the precise value of MI.

Neural networks for graph representation learning.
With the rapid development of graph neural networks
(GNNs), a large number of graph representation learning
algorithms based on GNNs are proposed in recent years,
which exhibit stronger performance than traditional ran-
dom walk-based and factorization-based embedding ap-
proaches [23], [24], [25], [26], [27]. Typically, these methods
can be divided into supervised and unsupervised cate-
gories. Among them, there is a rich literature on supervised
representation learning over graphs [2], [5], [6], [28], [29].
Despite their variance in network architecture, they achieve
empirical success with the help of labels that are often not
accessible in realistic scenarios. In this case, unsupervised
graph learning methods [16], [30], [31] have broader applica-
tion potential. The well-known method is GraphSAGE [30],
an inductive framework to train GNNs by a random-walk
based objective in its unsupervised setting. And recently,
DGI [16] applies the idea of MI maximization to the graph
domain and obtains the strong performance in an unsuper-
vised pattern. However, DGI implements a coarse-grained
maximization (i.e., maximizing MI at graph/patch-level)
which makes it difficult to preserve the delicate information
in the input graph. Besides, the condition imposed on the
readout function used in DGI seems to be over-restricted
in real cases. By contrast, we focus on removing out the
restriction of readout function and arriving at graphical mu-
tual information maximization in a node-level by directly
maximizing MI between inputs and outputs of the encoder.
Representations derived by our method are more sophisti-
cated in keeping input graph information, which ensures
its potential for downstream graph mining tasks, e.g., node
classification, link prediction, and recommendation.

Anomaly detection in networked data. Anomaly de-
tection (a.k.a. outlier detection) aims to identify rare and
suspicious objects that do not conform to the patterns of ma-
jority in datasets [32]. It has extensive use in a wide variety
of high-impact applications, e.g., financial fraud detection,
intrusion detection, and spam detection. Recently, due to
the ubiquity of networked data (i.e., graph-structured data),
graph based anomaly detection has attracted a great deal
of interest from researchers. The goal of this task naturally
changes to spotting the graph objects (nodes, edges or
substructures) that significantly deviate the majority of the
reference objects in the graph. Typically, according to the
type of networks, existing graph based anomaly detection
techniques are broadly divided into two classes: 1. anomaly
detection in plain networks, and 2. anomaly detection in
attributed networks. Since the only available information
in plain networks is the network topology, methods target-
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ing such networks [33], [34], [35] mainly utilize structure
information such as node degree and subgraph centrality
to spot anomalies. As for attributed networks, richer graph-
structured data, most algorithms [36], [37], [38], [39] exploit
the structure as well as the coherence with node attributes to
find anomalies. Although these factorization based methods
have exhibited good performance, this time we attempt to
make a further exploration of the potential of GNN based
algorithms in anomaly detection.

3 GRAPHICAL MUTUAL INFORMATION: DEFINI-
TION AND MAXIMIZATION

Prior to going further, we first provide some preliminary
concepts used in this paper. Let G = (V, E) denote a graph
with N nodes vi ∈ V and edges eij = (vi, vj) ∈ E . The
node features, with assumed empirical probability distribu-
tion P, are given by X ∈ RN×D = {x1, · · · ,xN} where
xi ∈ RD denotes the feature for node vi. The adjacency
matrix A ∈ RN×N indicates edge connections, where aij

associated to edge eij could be a real number or multi-
dimensional vector2.

The goal of graph representation learning is to learn an
encoder f : RN×D×RN×N → RN×D′

, such that the hidden
vectors H = {h1, · · · ,hN} = f(X,A) indicate high-
level representations for all nodes. The encoding process
can be rewritten in a node-wise form. To show this, we
define Xi and Ai for node i as respectively the features
of its neighbors and the corresponding adjacency matrix
conditional on the neighbors. Particularly, Xi consists of all
k-hop neighbors of vi with k ≤ l when the encoder f is an
l-layer GNN, and it contains the node i itself if we further
add self-loops in the adjacency matrix. Here, we call the sub-
graph expanded by Xi and Ai as a support graph for node
i, denoted by Gi. With the definition of support graph, the
encoding for each node becomes hi = f(Gi) = f(Xi,Ai).

Difficulties in defining graphical mutual information.
In Deep InfoMax [14], the training objective of the encoder
is to maximize MI between its inputs and outputs. The MI is
estimated by employing the statistics network as a discrim-
inator to classify samples coming from the joint distribution
and the ones drawn from the product of marginals. Natu-
rally, when adapting the idea of Deep InfoMax to graphs, we
should maximize MI between the representation hi and the
support graph Gi for each node. We denote such graphical
MI as I(hi;Gi). However, it is non-straightforward to define
I(hi;Gi). The difficulties are:

• The graphical MI should be invariant concerning
the node index. In other words, we should have
I(hi;Gi) = I(hi;G′

i), if Gi and G′
i are isomorphic

to each other.
• If we adopt MINE method for MI calculation, the

discriminator in MINE only accepts inputs of a fixed
size. This yet is infeasible for Gi as different Gi

usually include different numbers of nodes and thus
are of distinct sizes.

2. Our method is generally applicable to graphs with edge features,
although we focus on edges with real weights in the experiments.

To get around the issue of defining graphical mutual
information, this section begins with introducing the con-
cept of Feature Mutual Information (FMI) that only relies
on node features. Upon the inspiration from the decompo-
sition of FMI, we then define Graphical Mutual Information
(GMI), which takes both the node features and graph topol-
ogy into consideration.

3.1 Feature Mutual Information
We denote the empirical probability distribution of node
features Xi as p(Xi), the probability of hi as p(hi), and the
joint distribution by p(hi,Xi). According to the information
theory, the MI between hi and Xi is defined as

I(hi;Xi) =

∫
H

∫
X
p(hi,Xi) log

p(hi,Xi)

p(hi)p(Xi)
dhidXi. (1)

Interestingly, we have the following mutual information
decomposition theorem for computing I(hi;Xi).

Theorem 1. MUTUAL INFORMATION DECOMPOSITION
If the conditional probability p(hi|Xi) is multiplicative (see the
definition of multiplicative in [40]), the global mutual information
I(hi;Xi) defined in Eq. (1) can be decomposed as a weighted sum
of local MIs, namely,

I(hi;Xi) =
∑in

j
wijI(hi;xj), (2)

where xj is the j-th neighbor of node i, in is the number of all
elements in Xi, and the weight wij satisfies 1

in
≤ wij ≤ 1 for

each j.

To prove the above theorem, we first introduce two
lemmas and a definition.

Lemma 1. For any random variables X , Y , and Z, we have

I(X,Y ;Z) ≥ I(X;Z). (3)

Proof.

I(X,Y ;Z)− I(X;Z)

=

∫∫∫
XYZ

p(X,Y, Z) log
p(X,Y, Z)

p(X,Y )p(Z)
dXdY dZ−∫∫

XZ
p(X,Z) log

p(X,Z)

p(X)p(Z)
dXdZ

=

∫∫∫
XYZ

p(X,Y, Z) log
p(X,Y, Z)

p(X,Y )p(Z)
dXdY dZ−∫∫∫

XYZ
p(X,Y, Z) log

p(X,Z)

p(X)p(Z)
dXdY dZ

=

∫∫∫
XYZ

p(X,Y, Z) log
p(X,Y, Z)

p(X,Y )
· p(X)

p(X,Z)
dXdY dZ

=

∫∫∫
XYZ

p(X,Y, Z) log
p(X,Y, Z)

p(Y |X)p(X,Z)
dXdY dZ

=

∫∫∫
XYZ

p(Y, Z|X)p(X) log
p(Y,Z|X)

p(Y |X)p(Z|X)
dXdY dZ

= I(Y ;Z|X) ≥ 0

Thus we achieve I(X,Y ;Z) ≥ I(X;Z).

Definition 1. The conditional probability p(h|X1, · · · , Xn) is
called multiplicative if it can be written as a product

p(h|X1, · · · , Xn) = r1(h,X1) · · · rn(h,Xn) (4)
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with appropriate functions r1, · · · , rn.

Lemma 2. If p(h|X1, · · · , Xn) is multiplicative, then we have

I(X;Z) + I(Y ;Z) ≥ I(X,Y ;Z) (5)

Proof. See [40] for detailed proof.

Now all the necessities for proving Theorem 1 are in place.

Proof. According to Lemma 1, for any j we have

I(hi;Xi) = I(hi;x1, · · · ,xin) ≥ I(hi;xj). (6)

It means

I(hi;Xi) =
in∑ 1

in
I(hi;Xi) ≥

in∑
j=1

1

in
I(hi;xj). (7)

On the other hand, based on Lemma 2, we get

I(hi;Xi) ≤
in∑
j=1

I(hi;xj). (8)

Then the above two formulas could deduce the following

in∑
j=1

1

in
I(hi;xj) ≤ I(hi;Xi) ≤

in∑
j=1

I(hi;xj). (9)

Since all I(hi;xj) ≥ 0, Eq. (9) leads to the conclusion
of Theorem 1: there must exist weights wij satisfying
1/in ≤ wij ≤ 1 that derive I(hi;Xi) =

∑in
j wijI(hi;xj).

Mathematically, we could just simply set the same weight
for all local MIs, i.e., wij = I(hi;Xi)/

∑in
j=1 I(hi;xj) to

illustrate the existence of the decomposition while ensuring
that 1/in ≤ wij ≤ 1 based on Lemmas 1 and 2. Besides this
trivial example, there are many other choices of searching
the values of the weights. For example, in Eq. (10), we
can make the weights learnable for better balance between
different local MIs {I(hi;xj)}inj=1.

It can be seen that Theorem 1 realizes the direct modeling
of mutual information between an input graph and node
embeddings from the perspective of graph features, which is
remarkably different from the formulation of DGI. With the
decomposition in Theorem 1, we can calculate the right side
of Eq. (2) via MINE method as inputs of the discriminator
now become the pairs of (hi,xj) whose size always keep
the same (i.e., D′-by-D). Besides, we can adjust the weights
to reflect the isomorphic transformation of input graphs. For
instance, if Xi only contains one-hop neighbors of node i,
setting all weights to be identical will lead to the same MI
for the input nodes in different orders.

Despite some benefits of the decomposition, it is hard
to characterize the exact values of the weights since they
are related to the values of I(hi;xj) and their underlying
probability distributions. A trivial way is setting all weights
to be 1

in
, then maximizing the right side of Eq. (2) equiva-

lents to maximizing the lower bound of I(hi;Xi), by which
the true FMI is also maximized to some extent. Besides this
trivial solution, we additionally provide a more enhanced
scheme by considering the weights as trainable attentions,
which is a topic in the next subsection.

3.2 Topology-Aware Mutual Information
Inspired from the decomposition in Theorem 1, we attempt
to construct trainable weights from the other aspect of
graphs (i.e., topological view) so that the values of wij can be
more flexible and capture the inherent property of graphs.
Ultimately we derive the definition of Graphical Mutual
Information (GMI).

Definition 2. GRAPHICAL MUTUAL INFORMATION
The MI between the hidden vector hi and its support graph Gi =
(Xi,Ai) is defined as

I(hi;Gi) :=
∑in

j
wijI(hi;xj) + I(wij ;aij),

with wij = σ(h⊤
i hj),

(10)

where the definitions of both xj and in are as same as Theorem 1,
aij is the edge weight/feature in the adjacency matrix A, and σ(·)
is a sigmoid function.

Intuitively, weight wij in the first term of Eq. (10) mea-
sures the contribution of a local MI to the global one. We
implement the contribution of I(hi;xj) by the similarity
between representations hi and hj (i.e., wij = σ(h⊤

i hj)).
Meanwhile, the term I(wij ;aij) maximizes MI between wij

and the edge weight/feature of input graph (i.e., aij) to
enforce wij to conform to topological relations. In this sense,
the degree of the contribution would be consistent with
the proximity in topological structure, which is commonly
accepted as a fact that wij could be larger if node j is
“closer” to node i and smaller otherwise. This strategy
compensates for the flaw that FMI only focuses on node
features and makes local MIs contribute to the global one
adaptively. To better understand the idea of attention in this
strategy, you could refer to the attention-based GCN [5].

Note that the definition of Eq. (10) is applicable for
general cases. For certain specific situations, we can slightly
modify Eq. (10) for efficiency. For example, when dealing
with unweighted graphs (namely the edge value is 1 if
connected and 0 otherwise), we could replace the second
MI term I(wij ;aij) with a negative cross-entropy loss.
Minimizing the cross-entropy also contributes to MI max-
imization, and it delivers a more efficient computation.

Overall, there are several benefits by the definition of
Eq. (10). First, this kind of MI is invariant to the isomorphic
transformation of input graphs. Second, it is computation-
ally feasible as each component on the right side can be
estimated by MINE. More notably, GMI is more powerful
than DGI in capturing original input information due to its
explicit correlation between high-level representations and
input features of both nodes and edges in a fine-grained
node-level.

3.3 More Global Topology Capture: GMI++
As can be observed, the above graphical mutual information
is based on local topological properties (i.e., edge predic-
tions), the more global structure is not considered in Eq. (10).
In fact, while we can easily observe some links in graph-
structured data, many legitimate links are not reflected ex-
plicitly. It means the edges between nodes (aij ̸= 0) do indi-
cate their relations but no edges (aij = 0) do not necessarily
indicate their uncorrelations [41]. Besides, the sparsity of
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(c) Heatmap of normalized PPMI matrix

Fig. 2. Illustration of Davis southern women social network and heatmaps of its normalized adjacency matrix A and PPMI matrix P , respectively.

topological structure might make wij more prone to restore
the zero items in A, which would somewhat degrade the
performance of GMI. Hence, in addition to preserving the
local structure defined by A, it is also necessary to capture
the underlying global topological semantics.

Inspired by word embedding methods in the natural
language processing (NLP) domain [42], [43], [44], we
additionally consider the context in which each node is
located and utilize positive pointwise mutual information
(PPMI) to measure the co-occurrence relationship of nodes.
Indeed, several works based on PPMI have achieved good
empirical success in the field of graph learning [45], [46].
Mathematically, the (i, j)-th entry of PPMI matrix, denoted
by P ∈ RN×N , is defined as

pij = max( log
fr(vi,vj)·|C|
fr(vi)fr(vj)

, 0 ), (11)

where fr(vi, vj) indicates the frequency that vi and/or vj
co-occur/occur in random walks sampled from a graph,
and |C| =

∑N
i

∑N
j fr(vi, vj). In this paper, we draw on

the strategy used in [46] to calculate fr(vi, vj) and then
derive the PPMI matrix. Note that pij reflects the estimated
co-occurrence probability of node i and node j. If node i
and node j are statistically independent, pij = 0. In the
end, only node pairs with a certain degree of semantic
correlation in terms of topology have pij > 0. Fig. 2 shows
a sample graph and visualizes its normalized adjacency
matrix A and PPMI matrix P . It can be seen from Fig. 2 (b-c)
that P not only incorporates more latent relations between
nodes, which cannot be portrayed by A, but also reevaluates
the original linkage strength in A from the perspective
of co-occurrence relationship. In this sense, P is better at
capturing higher-level structures than A.

With the aid of the PPMI matrix, we further proposed
a scheme called GMI++ that aims to capture more global
topological semantics:

I(hi;Gi) :=
∑in

j
wijI(hi;xj) + I(wij ;aij) + I(wij ;pij),

with wij = σ(h⊤
i hj). (12)

By jointly maximizing I(wij ;aij) and I(wij ;pij), GMI++
takes both of local and global topological relations into
consideration, which would benefit to learning more mean-
ingful representations. Also, we can employ trade-off pa-
rameters to balance local and global items.

3.4 Maximization of GMI and GMI++

Now we can directly maximize GMI and GMI++ with the
help of MINE. Note that MINE estimates a lower-bound of
MI with the Donsker-Varadhan (DV) [47] representation of
the KL-divergence between the joint distribution and the
product of the marginals. As we focus more on maximizing
MI rather than obtaining its specific value, the other non-KL
alternatives such as Jensen-Shannon MI estimator (JSD) [22]
and Noise-Contrastive estimator (infoNCE) [48] could be
employed to replace it. Based on the experimental findings
and analysis in [14], we resort to JSD estimator in this paper
for the sake of effectiveness and efficiency, since infoNCE
estimator is sensitive to negative sampling strategies (the
number of negative samples) thus may become a bottleneck
for large-scale datasets with a fixed available memory. On
the contrary, the insensitivity of JSD estimator to nega-
tive sampling strategies and its respectable performance on
many tasks makes it more suitable for our task. In particular,
we calculate I(hi;xj) in the first term of Eq. (10) and
Eq. (12) by

I(hi;xj) = −sp(−Dw(hi,xj))− EP̃[sp(Dw(hi,x
′
j))], (13)

where Dw : D×D′ → R is a discriminator constructed by a
neural net with parameter w. x′

j is a negative sample from
P̃ = P, and sp(x) = log(1 + ex) is the soft-plus function.

As mentioned in § 3.2, we maximize I(wij ;aij) via
calculating its cross-entropy instead of using JSD estimator
since the graphs we coped with in experiments are un-
weighted. Formally, we compute

I(wij ;aij) = aij logwij + (1− aij)log(1− wij). (14)

Similarly, I(wij ;pij) can also be estimated by cross-entropy
like Eq. (14). By maximizing I(hi;Gi) over all hidden vec-
tors H , we arrive at our complete objective function for GMI
and GMI++ optimization. Besides, we can further add trade-
off parameters to balance each term for more flexibility.

3.5 Further Comparison of DGI and GMI

Although DGI and GMI both test whether the mutual in-
formation still works for graph-structured data, our GMI is
totally different from DGI in the way it manipulates MI. In
this subsection, we list the main points of difference below.

Authorized licensed use limited to: University of Virginia Libraries. Downloaded on July 26,2022 at 13:57:38 UTC from IEEE Xplore.  Restrictions apply. 



0162-8828 (c) 2021 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TPAMI.2022.3147886, IEEE
Transactions on Pattern Analysis and Machine Intelligence

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 7

The way DGI computes MI is indirect. To avoid the
difficulty of directly computing the graphical MI, DGI re-
sorts to an indirect solution by first embedding an input
graph through the GNN encoder, then summarizing the
input graph as a vector via a readout function, finally
maximizing MI between this summary vector and hidden
representations in the vector space. Such surrogate MI is
proved to be equivalent to maximizing the original MI, if
the readout function is injective, which yet seems to be
over-restricted in practice. On the contrary, our GMI gets
rid of the readout function, directly defines and handles
the MI between input graphs and representations in a fine-
grained node level thanks to Theorem 1. Our experiments
(particularly the ablations comparing the DGI loss with
GMI’s in Table 3) do support the advantage of our GMI
in eventual performance.

The corruption process by DGI is inpractical. By
readout function, the estimation of MI in DGI is graph-
wise, and it needs to generate a negative graph sample
by corruption which leads to extra calculations. Moreover,
in DGI, the corrupted graph generation is task-oriented
and needs skillful strategies (see DGI appendix, its design
remains an area of open research). The inappropriateness
of the corruption function would weaken the quality of the
learned embeddings. As for our GMI, estimating MI is node-
wise owing to the decomposition of graph-level MI into
local node-level/edge-level MIs by Theorem 1 and Eq. (10).
Hence, we only require to generate negative node/edge
examples for the MI computation, which is trivial and can
be accomplished by randomly sampling other nodes/edges
away from the support graph.

4 SPECIFICATIONS FOR DOWNSTREAM TASKS

It is generally known that good representations can be
used as inputs for machine learning models to facilitate
downstream tasks. In this work, we choose the following
three typical tasks as examples to illustrate the application
scope of GMI:

• Node classification, a problem of identifying to
which of a set of categories a node belongs. For
instance, the goal of this task in a citation network
is to classify papers into different topics.

• Link prediction, a task to estimate the probability
of links between pairs of nodes in a network. It
has a ton of use in real-world applications such as
suggesting possible friendships and making product
recommendations.

• Anomaly detection, a procedure to spot rare items,
events, or observations that differ significantly from
the patterns of majority in datasets. It is of great
practical significance in many high-impact domains
such as intrusion detection in cyber-security and
fraud detection in finance.

4.1 Descriptions for Node Classification on Graphs
Node classification is probably the most common bench-
mark task for evaluating the quality of representations. It
aims to predict the node category of the others in a graph
with the help of some labeled nodes. The application value

of node classification varies with different scenarios. For
example, it helps to predict the community structure of a
social network modeled with Reddit posts [16], and it could
achieve the classification of proteins based on their biologi-
cal function [26]. In most cases, this task is a form of (semi-
)supervised learning like [2], where a small proportion of
labeled nodes are used as supervisory signals to guide
model optimization. Different from the supervised pattern,
the labeled nodes do not guide the learning and optimiza-
tion of the representation model in the unsupervised setting.
The structural or attribute characteristics of the input graph,
such as random walk sequences or contextual features,
function as supervision to guide the learning of the model.
After generating node embeddings, the node classification
is conducted by directly using these representations to train
and test a simple linear classifier [16]. Additionally, this
task can be carried out under the following two different
settings: (1) in the transductive setting, the learning model
has access to all the nodes and edges including nodes to be
predicted [2]; (2) in the inductive setting, the nodes to be
predicted does not participate in model training, the goal
of the learning model is to classify nodes that are unseen
during training [30]. Good performance in the inductive
node classification task means that the model has strong
generalization ability.

4.2 Introduction to Link Prediction
Node embeddings are useful as feature vectors for link
prediction that aims to infer the likelihood of connections
among pairs of nodes in a graph. Since a good representa-
tion preserves the topological proximity of the graph, the
structurally connected nodes are still close to each other
in the embedding space. In general, the learning model is
trained on an incomplete graph with many missing links.
After training, the inner product value of node embeddings
reflects the possibility of a potential linkage. Link prediction
has many applications, such as predicting undiscovered
friendship links in social networks for recommendation [24]
and mining the affinity between users and movies [49].

Since the first two tasks are widely used as downstream
tasks for representation learning, we only give some brief
descriptions for them. Next, we will focus on how to apply
the idea of GMI maximization to anomaly detection.

4.3 Preliminaries for Anomaly Detection on Graphs
With the notations defined in § 3, the task of anomaly
detection on graphs is summarized as follows: given a
graph G, identify a set of nodes that are rare and deviate
significantly from the majority of the reference nodes using
node features (attributes) X and topological structure A.
Besides, we supplement some annotations to be used later.
The i-th row of a given matrix U ∈ RN×D is denoted as U i∗.
The ℓ2,0-norm of matrix U means the number of nonzero

rows, and its ℓ2,1-norm is ∥U∥2,1 =
∑N

i=1

√∑N
j=1 U

2
ij . For

a vector u ∈ RD , its ℓ2,-norm is written as ∥u∥2 =
√
u⊤u.

Traditionally, a straightforward way to detect anomalies
is to predefine some properties representing the normal
pattern and then identify any observation in the data which
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does not conform to this pattern as an anomaly. Nonethe-
less, defining a norm pattern for every target dataset is very
difficult since knowing the statistical characteristics of the
entire dataset in advance as a prerequisite may not work
in many real cases. Therefore, recent efforts [36], [37], [39]
have tended to investigate how to employ unsupervised
learning to discover anomalies in a data-driven manner.
Residual analysis, which is initially used to study the resid-
uals between true data and estimated data for validating
the regression model, has exhibited great empirical success
in graph based anomaly detection [38], [39], [50]. In general,
anomalies are usually with relatively large residual errors
due to their huge deviations from the pattern of majority
reference instances. In this work, we plan to inherit the merit
of residual analysis for designing a detection framework.

4.4 Model Description

When applying the idea of residual analysis to anomaly
detection, the key step lies in building estimated data. One
natural solution is to use some instances as representatives
to reconstruct true data [51]. If a certain instance can be
well represented by reference instances, then the probability
of it being anomalies is low; otherwise, it is likely to be
abnormal as it differs from the pattern of representatives.
So for a graph G = (X,A) containing a few abnormal
nodes, we would like to use representative nodes to re-
build a new graph G′ = (X ′,A) such that G′ excludes
anomalies and is as consistent as possible with the original
graph G. In a formal manner, let X ′ = UX first, where
U ∈ RN×N is a coefficient matrix and enables the operation
of selecting representative nodes through a regularization
term ∥U⊤∥2,0. In this way, each node (i.e., the row of X ′) is
constructed via a linear combination of representative nodes
and the row sparsity constraint ∥U⊤∥2,0 ensures that only
a few nodes are treated as representatives. Then we force
G′ (estimated data) to reconstruct G (true data). Interest-
ingly, mutual information quantifies non-linear statistical
dependencies between variables and thus can serve as a
measure of reconstruction performance. In this sense, we
can employ the idea of GMI maximization to complete the
“reconstruction” process3. The objective is formulated as

maxL =
∑N

i=1
I(f(G′

i);Gi)− γ ∥U⊤∥2,1

=
∑N

i=1
I(hi;Gi)− γ ∥U⊤∥2,1,

(15)

where ∥U⊤∥2,1 is the minimum convex hull of ∥U⊤∥2,0.
Considering the ℓ2,0-norm will make the problem NP-hard
because of its discrete nature, we can relax the ℓ2,0-norm
constraint as ∥U⊤∥2,1. The hyperparameter γ controls the
row sparsity.

Through maximizing GMI between true graph G and
hidden embeddings generated by estimated graph G′, U
will be jointly optimized such that most nodes could be
well represented by selected representatives, while those
with large deviations from the pattern of reference nodes are
anomalies. Then based on the residual matrix R = X−X ′,

3. Our GMI is rid of a decoding module, which is quite different from
the traditional reconstruction operation.

we can get the ranking of anomalies by sorting residual er-
rors ∥Ri∗∥2 for each node i. Unlike giving a binary decision
of anomalies, anomaly ranking provides a larger decision
space which makes further exploration according to the
degree of deviations (i.e., the value of residuals) possible.

One thing should be pointed out is that although we
keep A unchanged when building graph G′ (i.e., assuming
the original topology A is correct without abnormal links),
in fact, no matter what type of anomalies, it can be reflected
from the residual matrix R in the end. Take a structural
anomaly as an example, although it has abnormal links
with other nodes, it will be assigned an estimated features
conforming to the topological relation under the assumption
that the graph topology is correct. Then the gap between
such estimated features and its original attributes will be
reflected in residual errors, which is the basis for identifying
anomalies. It could conclude that residual analysis can pro-
vide a general way to identify various anomalies regardless
of the detailed anomaly types (verified in the experiments).

5 EXPERIMENTS

In this section, we empirically evaluate the performance
of GMI and GMI++ on three downstream tasks: node
classification (transductive and inductive), link prediction,
and anomaly detection. We also provide a relatively fair
comparison between GMI and another two unsupervised
algorithms (EP-B and DGI) to further exhibit its effective-
ness in learning representations. The t-SNE plots will give
an intuitive illustration of the learned embeddings. Also, we
conduct case studies to better illustrate the performance of
GMI in the anomaly detection task.

5.1 Datasets
To assess the quality of our approach in each task, we adopt
several commonly used benchmark datasets in the previous
work [16], [30], [38]. Detailed statistics are given in Table 1.

In the classification task, Cora, Citeseer, and PubMed4

are citation networks where nodes correspond to docu-
ments and edges represent citations [52]. Each document is
associated with a bag-of-words representation vector and
belongs to one of the predefined classes. Following the
transductive setup [16], training is conducted on all nodes,
and 1000 test nodes are used for evaluation. Reddit5 is a
large social network consisting of numerous interconnected
Reddit posts created during September 2014 [30]. Posts are
treated as nodes and edges mean the same user comments.
The class label is the community and our objective is to
predict which community different posts belong to. PPI6

is a protein-protein interaction dataset including multiple
graphs related to different human tissues [53]. The posi-
tional gene sets, motif gene sets, and immunological sig-
natures are viewed as node features, and each node has a
total of 121 labels given by gene ontology sets. Classifying
protein functions that may belong to multi genres across
different PPI graphs is our goal. Following the inductive
setup [30], on Reddit, we feed posts made in the first 20
days into the model for training, while the remaining are

4. https://github.com/tkipf/gcn
5. http://snap.stanford.edu/graphsage/
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TABLE 1
Statistics of the datasets used in each task. ∗ means a processed synthetic dataset.

Task Dataset Type #Nodes #Edges #Features Remarks

Classification
Transductive

Cora Citation network 2,708 5,429 1,433 #Classes: 7
Citeseer Citation network 3,327 4,732 3,703 #Classes: 6
PubMed Citation network 19,717 44,338 500 #Classes: 3

Inductive Reddit Social network 232,965 11,606,919 602 #Classes: 41
PPI Protein network 56,944 806,174 50 #Classes: 121

Link prediction

Cora Citation network 2,708 5,429 1,433 -
BlogCatalog Social network 5,196 171,743 8,189 -
Flickr Social network 7,575 239,738 12,047 -
PPI Protein network 56,944 806,174 50 -

Anomaly detection

Books Co-purchase network 1,418 3,695 28 anomaly ratio: 2.00%
Enron Communication network 13,533 176,987 20 anomaly ratio: 0.04%
Flickr∗ Social network 7,000 198,612 12,047 anomaly ratio: 3.20%
LargeAmazon∗ Co-purchase network 42,670 32,938 28 anomaly ratio: 4.50%

used for testing (with 30% used for validation); on PPI, there
are 20 graphs for training, 2 for validation and 2 for testing.
It should be emphasized that, for Reddit and PPI, testing is
carried out on unseen (untrained) nodes and graphs, while
the first three datasets are used for transductive learning.

In the link prediction task, BlogCatalog6 is a social blog-
ging website where bloggers follow each other and register
their blogs under predefined 6 categories. The tags of blogs
are taken as node features. Flickr4 is an image sharing
website where users interact with others and form a social
network. Users upload photos with 9 predefined classes and
select attached tags to reflect their interests which provide
attribute information. The description of Cora and PPI is
omitted for brevity. Following the experimental settings
and evaluation metrics in [26], given a graph with certain
portions of edges removed, we aim to predict these missing
links. For Cora, BlogCatalog, and Flickr, we randomly delete
20%, 50%, and 70% edges and use the damaged network for
training. About PPI, we directly treat part of the edges not
seen during training as prediction targets instead of man-
made edge deletion.

In the anomaly detection task, Books7 is a co-purchase
network containing various books as nodes. Information
like Ratings, number of reviews, number of different au-
thors, and prices are treated as node features. The ground
truth (i.e., anomalies) are indicated by amazonfail tags. En-
ron8 is a communication network where email addresses
represent nodes and email transmission forms edges. The
features include average content length, average number
of recipients and so on. Those addresses that have sent
spam messages are labeled as anomalies. The above two
are both real-world datasets. For an in-depth analysis, we
additionally build two synthetic datasets. On the Flickr
dataset, photos as nodes are classified to some predefined
categories. To generate anomalies, we first select a specific
category and then randomly delete most of the nodes in
that category such that the selected category is the one with
the least number of nodes in all classes. In this way, this
class naturally becomes a rare class in which nodes can be
regarded as anomalies since they are the minority in the

6. http://dmml.asu.edu/users/xufei/datasets.html
7. http://www.ipd.kit.edu/∼muellere/consub/

dataset. LargeAmazon8 is a subgraph extracted from the
biggest component of the Amazon co-purchase network.
Each node has similar features as Books dataset. We build
a few anomalies from both the structural and attribute per-
spectives. Specifically, following the strategy in [54], we ran-
domly select some nodes and then make them a small fully
connected clique by adding links between them. All nodes
in such a clique are tagged as structural anomalies. Next, we
apply the attribute perturbation schema introduced by [55]
to produce anomalies from the view of features. Ultimately,
we inject about 1920 anomalies into LargeAmazon dataset,
leading to an anomaly ratio of 4.50%.

5.2 Experimental Settings

Encoder design. We resort to a standard Graph Convolu-
tional Network (GCN) with the following layer-wise propa-
gation rule as the encoder for all tasks:

H(l+1) = σ(ÂH(l)W (l)), (16)

where Â = D− 1
2 ĀD− 1

2 , Ā = A + In, Dii =
∑

j Āij ,
H(l) and H(l+1) are input and output matrices of the l-th
layer, W (l) is a layer-specific trainable weight matrix. Here
the nonlinear transformation σ is the PReLU function (para-
metric ReLU) [56]. It should be recognized that for node i,
the neighborhood Xi in its support graph Gi contains node
i itself as self-loops are inserted through Ā.

More specifically, the encoder we employed on Citeseer
and PubMed is a one-layer GCN with the output dimension
as D′ = 512. And on Cora, Reddit, BlogCatalog, Flickr, and
PPI, we utilize a two-layer GCN as our encoder. Here, we
have hidden dimensions as D′ = 512 in each GCN layer.
For the anomaly detection task, we use a one-layer GCN
on all datasets, only the hidden dimension D′ is distinct.
On Books and LargeAmazon, D′ = 8, on Enron, D′ = 20,
and on Flickr, D′ = 128. Note that the adoption of a
unified encoder for both transductive and inductive clas-
sification tasks makes our proposed method easier to follow
and scale to large networks than DGI. DGI has to design
varying encoders to adapt to different tasks, especially the
encoders used in inductive tasks are too intricate, which is
not friendly to practical applications.
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Discriminator design. The discriminator in Eq. (13) scores
the input-output feature pairs through a simple bilinear
function, which is similar to the discriminator used in [48]:

D(hi,xj) = σ(hT
i Θxj), (17)

where Θ represents a trainable scoring matrix and the
activation function σ we employed is the sigmoid aiming
at converting scores into probabilities of (hi,xj) being a
positive example.
Implementation details. Actually, for weights wij of the
first term in Eq. (10), we have two schemes to get its value
in experiments. The first is to keep wij = σ(h⊤

i hj), which
makes local MIs contribute to the global one adaptively,
and we term this variant GMI-adaptive. The other is to let
wij = 1

in
, i.e., the left endpoint of the interval where wij

belongs (refer to Theorem 1), which means the contribution
of each local MI is equal, and we term this variant GMI-
mean. Here both GMI-mean and GMI-adaptive are included
in the scope of comparison with baselines.

All experiments are implemented in PyTorch [57] with
Glorot initialization [58] and conducted on a single Tesla P40
GPU. During training, we use Adam optimizer [59] with
an initial learning rate of 0.001 on all datasets. Suggested
by [16], we adopt an early stopping strategy with a window
size of 20 on Cora, Citeseer, and PubMed, while training
the model for a fixed number of epochs on the inductive
datasets (20 on Reddit, 50 on PPI). The number of negative
samples is set to 5. Due to the large scale of Reddit and
PPI, we need to use the subsampling skill introduced in [30]
to make them fit into GPU memory. In detail, a minibatch
of 256 nodes is first selected, and then for each selected
node, we uniformly sample 8 and 5 neighbors at its first and
second-level neighborhoods, respectively. We adopt the one-
hop neighborhood to construct the support graph in exper-
iments and utilize XW (0) (i.e., a compressed input feature)
to calculate FMI since using the original input feature X
causes GPU memory overflow. The trade-off parameters are
tuned in the range of [0,1] to balance Eq. (13) and Eq. (14),
and the Batch Normalization strategy [60] is employed
to train our model on Reddit and PPI. To construct PPMI
matrix used in GMI++, the number of walks per node is set
to 100 and the context window size is tuned in {2, 3, 4, 5}.
For anomaly detection, the hyperparameter γ is tuned by a
“grid-search” strategy from {10−3, 10−2, · · · , 102, 103}.
Evaluation metrics. For the classification task, we provide
the learned embeddings across the training set to a logistic
regression classifier and give the results on test nodes [2],
[30]. To be more specific, in transductive learning, we adopt
the mean classification accuracy after 50 runs to evaluate the
performance, while the micro-averaged F1 score averaged
after 50 runs is used in inductive learning. And for PPI,
suggested by [16], we standardize the learned embeddings
before feeding them into the logistic regression classifier.
For the link prediction task, the criteria we adopted is
AUC which is the area under the ROC curve. The negative
samples involved in the calculation of AUC are generated by
randomly selecting an equal number of node pairs with no
connections in the original graph. The closer the AUC score
approaches 1, the better the performance of the algorithm is.
Similarly, we report the AUC score averaged after 10 runs.
For the anomaly detection task, we still use the criteria of

AUC to evaluate the detection performance according to the
experimental setup in previous work [38], [39], [50].

5.3 Node Classification
Transductive learning. Table 2 reports the mean classi-
fication accuracy of our method and other baselines on
transductive tasks. Here, results for EP-B [31], DGI [16],
Planetoid-T [61], GAT [5], as well as GWNN [7] are taken
from their original papers, and results for DeepWalk [23],
LP (Label Propagation) [62], and GCN [2] are copied from
Kipf & Welling [2]. As for raw features, we feed them into a
logistic regression classifier for training and give the results
on the test features8. Although we provide experimental re-
sults of both supervised and unsupervised methods, in this
paper, we focus more on comparing against unsupervised
ones which are consistent with our setup.

It can be seen that our proposed GMI-mean, GMI-
adaptive, and GMI++, compared with other unsupervised
methods, consistently achieve the best classification accu-
racy across all three datasets. We consider this strong per-
formance benefits from the idea of attempting to directly
maximize graphical MI between input and output pairs of
the encoder E at a fine-grained node-level. Therefore, the en-
coded representation maximally preserves the information
of node features and topology in G, which contributes to
classification. By contrast, EP-B ignores the underlying in-
formation between input data and learned representations,
and DGI stays in a graph/patch-level MI maximization,
which restricts their capability of preserving and extracting
the original input information into embedding space. Thus
slightly weak performance on classification tasks. Besides,
without the guidance of labels, our method even exhibits
better results than some supervised models like GCN and
GWNN on all datasets. We believe that representations
learned via GMI maximization between inputs and outputs
inherit the rich information in graph G which is enough
for classification. More notable is that many available la-
bels are given based on the information in G as well. So
keeping as much information as possible from the input
can compensate for the information provided by the label
to some extent, which sustains the performance of GMI in
downstream graph mining tasks. It could be claimed that
learning from original inputs without labels promises the
potential for higher quality representations than the super-
vised pattern as the extreme sparsity of the training labels
may suffer from the threat of overfitting or the correctness
of given labels might not be reliable.

Inductive learning. Table 2 also summarizes the micro-
averaged F1 scores of GMI and other baselines on Reddit
and PPI. We cite the results of DGI, GAT, FastGCN [6], and
GaAN [28] in their original papers, while results for the
rest seven compared methods are extracted from Hamilton
et al. [30] (here we reuse the unsupervised GraphSAGE
results to match our setup). Similarly, the comparison with
unsupervised algorithms is the emphasis of our work.

GMI-mean, GMI-adaptive, and GMI++ successfully out-
perform all other competing unsupervised algorithms on

8. Strictly speaking, this experiment belongs to the inductive learning
as testing is conducted on unseen features. But for comparison, we put
it in this part.
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TABLE 2
Classification accuracies (with Std Dev) in percent on transductive tasks and micro-averaged F1 scores on inductive tasks. The third column

illustrates the data used by each algorithm in the training phase, where X, A, and Y denotes features, adjacency matrix, and labels, respectively.

Algorithm Training data Transductive tasks
X A Y Cora Citeseer PubMed

Unsupervised

Raw features ✓ 56.6 ± 0.4 57.8 ± 0.2 69.1 ± 0.2
DeepWalk ✓ 67.2 43.2 65.3
EP-B ✓ ✓ 78.1 ± 1.5 71.0 ± 1.4 79.6 ± 2.1
DGI ✓ ✓ 82.3 ± 0.6 71.8 ± 0.7 76.8 ± 0.6
GMI-mean (ours) ✓ ✓ 82.7 ± 0.2 73.0 ± 0.3 80.1 ± 0.2
GMI-adaptive (ours) ✓ ✓ 83.0 ± 0.3 72.4 ± 0.1 79.9 ± 0.2
GMI++ (ours) ✓ ✓ 83.5 ± 0.2 73.2 ± 0.1 80.2 ± 0.2

Supervised

LP ✓ ✓ 68.0 45.3 63.0
Planetoid-T ✓ ✓ ✓ 75.7 62.9 75.7
GCN ✓ ✓ ✓ 81.5 70.3 79.0
GAT ✓ ✓ ✓ 83.0 ± 0.7 72.5 ± 0.7 79.0 ± 0.3
GWNN ✓ ✓ ✓ 82.8 71.7 79.1

Algorithm Training data Inductive tasks
X A Y Reddit PPI

Unsupervised

Raw features ✓ 58.5 42.2
DeepWalk ✓ 32.4 -
DeepWalk+features ✓ ✓ 69.1 -
GraphSAGE-GCN ✓ ✓ 90.8 46.5
GraphSAGE-mean ✓ ✓ 89.7 48.6
GraphSAGE-LSTM ✓ ✓ 90.7 48.2
GraphSAGE-pool ✓ ✓ 89.2 50.2
DGI ✓ ✓ 94.0 ± 0.10 63.8 ± 0.20
GMI-mean (ours) ✓ ✓ 95.0 ± 0.02 65.0 ± 0.02
GMI-adaptive (ours) ✓ ✓ 94.9 ± 0.02 64.6 ± 0.03
GMI++ (ours) ✓ ✓ 95.2 ± 0.03 65.1 ± 0.03

Supervised
GAT ✓ ✓ ✓ - 97.3 ± 0.20
FastGCN ✓ ✓ ✓ 93.7 -
GaAN ✓ ✓ ✓ 96.4 ± 0.03 98.7 ± 0.02

TABLE 3
Comparison with different objective functions in terms of classification accuracies (with Std Dev) in percent on Cora, Citeseer, and PubMed, and

micro-averaged F1 scores in percent on Reddit and PPI.

Algorithm Transductive Inductive
Cora Citeseer PubMed Reddit PPI

EP-B loss 79.4 ± 0.1 69.3 ± 0.2 78.6 ± 0.2 93.8 ± 0.03 61.8 ± 0.04
DGI loss 82.2 ± 0.2 72.2 ± 0.2 78.9 ± 0.3 94.3 ± 0.02 62.3 ± 0.02
FMI (ours) 78.3 ± 0.1 72.0 ± 0.2 79.1 ± 0.3 94.7 ± 0.03 64.8 ± 0.03
GMI-mean (ours) 82.7 ± 0.1 73.0 ± 0.3 80.1 ± 0.2 95.0 ± 0.02 65.0 ± 0.02
GMI-adaptive (ours) 83.0 ± 0.3 72.4 ± 0.1 79.9 ± 0.2 94.9 ± 0.02 64.6 ± 0.03
GMI++ (ours) 83.5 ± 0.2 73.2 ± 0.1 80.2 ± 0.2 95.2 ± 0.03 65.1 ± 0.03

Reddit and PPI, which substantiates the effectiveness of
GMI maximization in the inductive classification domain
(generalization to unseen nodes). Interestingly, the result of
our method on Reddit is competitive with some advanced
supervised models, but the situation on PPI is quite dif-
ferent. After conducting further analysis, we note that 42%
of nodes have zero feature values in PPI, which means the
feature matrix X is very sparse [30]. In this case, directly and
merely relying on input graph G = (X,A) limits the perfor-
mance of unsupervised approaches including DGI and our
method, whereas learning in a supervised fashion exhibits
much better performance due to the auxiliary information
brought by additional labels.

Evaluation on three variants of GMI. According to
Table 2, the two variants of GMI (GMI-mean and GMI-
adaptive), which use different strategies to measure the
contribution of each local MI (details in § 5.2), achieve com-

petitive results with each other, but GMI-adaptive exhibits
slightly weaker performance than GMI-mean. After detailed
analysis, we assume that it might be due to the difficulties in
training brought by the nature of adaptive learning. Maybe
the performance of GMI-adaptive could be improved with
the help of an advanced training strategy. In this sense, GMI-
mean is more practical and feasible, thus it can be regarded
as a representative in practice. As for the variant GMI++, the
consideration of more global topological relations (i.e., the
semantic context) makes it can capture more comprehensive
information in the input graph than vanilla GMI, and since
nodes occurring in similar contexts tend to have the same
category label, GMI++ successfully further improves the
classification performance.
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TABLE 4
AUC scores (with Std Dev) in percent for link prediction. The percentage is the ratio of edge removal.

Algorithm Cora BlogCatalog Flickr PPI
20.0% 50.0% 70.0% 20.0% 50.0% 70.0% 20.0% 50.0% 70.0% 22.7%

DGI 95.6±0.3 94.6±0.4 94.4±0.2 77.2±0.4 76.4±0.4 75.5±0.3 90.3±0.3 89.0±0.4 74.1±0.7 77.4±0.1
FMI (ours) 97.2±0.2 95.2±0.1 95.0±0.1 81.2±0.2 79.5±0.4 75.1±0.2 92.7±0.3 92.2±0.3 90.6±0.4 79.8±0.2
GMI (ours) 97.9±0.3 96.4±0.2 96.3±0.1 84.1±0.3 83.6±0.2 82.5±0.1 92.0±0.2 90.1±0.3 88.5±0.2 80.0±0.2
GMI++ (ours) 98.3±0.2 97.0±0.1 96.8±0.2 84.6±0.3 84.2±0.1 82.6±0.2 93.0±0.2 92.6±0.2 91.1±0.3 80.5±0.3

TABLE 5
Visualization of t-SNE embeddings from raw features, DGI, a learned FMI, GMI, and GMI++ on Cora and Citeseer.

Raw features DGI FMI (ours) GMI (ours) GMI++ (ours)

t-SNE plots on Cora

t-SNE plots on Citeseer

5.4 Effectiveness of Objective Function

To further clarify the effectiveness of maximizing graphi-
cal MI in unsupervised graph representation learning and
provide a relatively fair comparison with DGI and EP-B
(two unsupervised algorithms), we replace our objective
function with their loss functions, respectively, while keep-
ing other experimental settings unchanged. Table 3 lists the
results under the transductive and inductive setup. As can
be observed, GMI (GMI-mean, GMI-adaptive, and GMI++)
achieves stronger performance across all five datasets,
which reflects DGI and EP-B lack some consideration in
graph representation learning task. Specifically, EP-B loss
only imposes constraints on each node and its neighbors at
the output level (embedding space), it ignores the interac-
tion between input and output pairs of the encoder, which
results in its poor ability to retain the valid information in
G. For DGI, although it correlates hidden representations
with their original input features implicitly, it discusses MI
at the graph/patch-level which is somewhat coarse. Inter-
estingly, compared with DGI, our FMI (without topology
information) gains improvements more significantly with
the increase of graph size. We attribute this discovery to
the fact that the performance degradation of the readout
function makes DGI lose certain useful information for node
classification with the increase in graph size, although it
exhibits good results on small graphs such as Cora and
Citeseer. When the topology of input graph is reflected, our
GMI outperforms all other kinds of losses on all datasets.

Furthermore, note that the whole training process of GMI is
similar to the training of discriminators in generative mod-
els [22], [63], and GMI empirically exhibits a comparable
training speed with EP-B and DGI on the largest dataset
Reddit, which demonstrates its good scalability.

5.5 Link Prediction

Based on the above experimental results, we find that DGI is
a strong competitor to GMI in the scope of unsupervised al-
gorithms. Therefore, in this section, we intend to investigate
the performance of DGI and GMI in another graph mining
task—link prediction. Here we choose FMI, GMI-mean, and
GMI++ to compare with DGI. Table 4 reports their AUC
scores on four different datasets. Under different edge re-
moval rates, GMI, GMI++ and FMI both remarkably outper-
form DGI (except FMI in 70.0% BlogCatalog), showing that
measuring graphical MI between input graph and output
representations in a fine-grained pattern is capable of cap-
turing rich information in inputs and delivering good gener-
alization ability. About DGI, for one thing, its graph/patch-
level MI maximization which is relatively coarse limits its
performance in such a fine link prediction task; for another,
the inappropriateness of corruption function weakens the
ability of DGI to learn accurate representations to predict
missing links. Recall that the negative sample for the dis-
criminator in DGI is generated by corrupting the original
input graph, and a well-designed corruption function is
indispensable which needs some skillful strategies [16]. In
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TABLE 6
The Silhouette Coefficient score for the clustering of node embeddings.

Algorithm Cora Citeseer PubMed

EP-B 0.384 0.385 0.379
DGI 0.417 0.391 0.373
GMI (ours) 0.425 0.402 0.385
GMI++ (ours) 0.451 0.408 0.387

this task, we still adopt feature shuffling function which
shows the best results in the classification task to build
negative samples. But in the case where an input graph
is incomplete in terms of topological links, the guidance
provided by this corrupted graph as a negative label in the
discriminator becomes unreliable due to the inaccuracy of
the input graph, leading to poor performance. Therefore, the
necessity of task-oriented corruption function is a weakness
of DGI. In contrast, our proposed method is free from this
issue by eliminating the corruption function and directly
maximizing graphical MI between inputs and outputs of
the encoder. It can also be observed that FMI is competitive
to GMI in most cases, even on Flickr FMI is superior to
GMI. We assume it to the benefits brought by the direct
and elaborate feature mutual information maximization at
a node-level. Based on the Homophily hypothesis [64] (i.e.,
entities in the network with similar features are likely to
interconnect), the input feature information preserved in
learned embeddings makes FMI owns the good capabil-
ity of inferring missing links. Furthermore, GMI++ has a
relatively significant improvement over GMI in this task,
which strongly indicates the superiority of inducing higher-
level structures. Since the PPMI metric considers the co-
occurrence relationship between nodes from a contextual
view, P initiates more latent relations not reflected in A
(see Fig. 2), which helps to identify missing links.

5.6 Visualization
For an intuitive illustration, Table 5 displays t-SNE [65] plots
of the learned embeddings on Cora and Citeseer. From a
qualitative perspective, the distribution of plots learned by
FMI and DGI seems to be similar, and the embeddings
generated by GMI and GMI++ exhibit more discernible clus-
ters than raw features, FMI, and DGI. Especially on Cora,
the compactness and separability of clusters are extremely
obvious, which represents the seven topic categories. As
for quantitative analysis, we attempt to measure clustering
quality by calculating the Silhouette Coefficient score [66]. In
detail, we employ silhouette score function from the scikit-
learn Python package [67] with all default settings and
follow the user guide to perform the evaluation. Table 6
reports the Silhouette Coefficient score for the clustering
of embeddings learned by various unsupervised methods.
Both qualitatively and quantitatively, it demonstrates the
great performance of GMI, which illustrates the rationality
and effectiveness of graphical mutual information maxi-
mization in unsupervised graph representation learning.

5.7 Anomaly Detection
We select some popular graph based anomaly detection
methods as baselines to compare with our model (here

TABLE 7
AUC scores in percent for anomaly detection.

Algorithm Real-world datasets Synthetic datasets
Books Enron Flickr LargeAmazon

SCAN 48.8 53.0 47.8 31.3
ConOut 57.0 54.8 47.1 66.7
AMEN 49.9 49.8 50.1 48.9
Radar 67.2 63.0 63.8 OOM
ANOMALOUS 71.2 75.7 65.0 OOM
DOMINANT 68.5 73.1 68.8 76.1
GMI (ours) 71.7 79.9 70.5 80.6

we choose GMI-mean as representative). Among them,
SCAN [33] only leverages the topological information to
spot anomalies, while the others consider both node features
and graph topology. ConOut [36] detects anomalies in a
selected local context that is a subgraph and has statisti-
cally relevant node features. Since AMEN [68] aims to spot
abnormal neighborhoods (cluster) rather than a single node,
we treat all nodes in anomalous clusters as anomalies for
comparison. Radar [38], ANOMALOUS [39], and DOMI-
NANT [50] all identify anomalies by learning and analyzing
the residuals, but ANOMALOUS achieves joint optimiza-
tion of anomaly detection and attribute selection based on
CUR factorization, DOMINANT is a graph convolutional
autoencoder based deep model. Table 7 reports the detection
performance of various approaches on four datasets. The
experimental results for all baselines are obtained with their
released source code and optimal parameter settings. By
analyzing Table 7, we have the following observations.
First of all, our GMI model consistently outperforms all
baselines. This strongly substantiates the success of GMI
in the application of anomaly detection. We assume these
benefits stem from the fact that GMI directly maximizes
the mutual information between hidden vectors and input
graph in a fine-grained node-level, which provides another
high-quality reconstruction way besides decoding that is
used in DOMINANT. Secondly, as can be seen from the last
4 rows of the table, all methods based on residual analysis
achieve good detection performance, which corroborates the
effectiveness of analyzing residuals for anomaly detection.
And note that the anomalies injected into LargeAmazon
involve two types, the residual analysis still works well
in this dataset. Thirdly, although the experimental gain on
Books dataset is relatively small, the performance improve-
ment of our GMI model on other datasets is significant.
We attribute it to the fact that the superiority of neural net
based methods such as DOMINANT and GMI is reflected
in the capability of learning optimal parameters from big
data, while the small volume of data cannot provide enough
training samples for optimization. Here, the size of Books
dataset (only 1,418 nodes) is somewhat small, which makes
the traditional machine learning methods such as Radar
and ANOMALOUS work well. In contrast, on other large
datasets, GMI and DOMINANT exhibit stronger performance
while factorization based methods fail due to the out of
memory issue.

In addition to quantitative analysis, here we show some
qualitative results on Books dataset. As can be seen from
Fig. 3, in our GMI and ANOMALOUS, the top 30 nodes
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(a) (b) (c) (d)

Fig. 3. Visualization of detection results on Books dataset from ANOMALOUS (b), DOMINANT (c), and our GMI (d). Nodes with higher scores have
darker colors, and the top 30 nodes with the highest scores are marked in red. Subfigures (a) visualizes Books dataset and the true anomalies are
marked with red.

Fig. 4. Visualization of POLBLOGS and detection results. Nodes with
larger residuals have darker colors. As can be observed, most of the
nodes are lighter in color, and only a few are darker. This is consistent
with the fact that anomalies are rare objects deviating from the patterns
of majority in datasets.

TABLE 8
Three anomalies identified by our method on POLBLOGS.

Anomalies (website) Abnormal keywords

thepatriette.com dancing, family, friends, wedding
bronxpundit.blog-city.com hamburgers, shaolin, monks, fairytale
ewackos.blogspot.com pdf, php, physics, quantum, scientific

with the highest scores (marked in red) are mostly true
anomalies (ground-truth), while many nodes with high
scores in DOMINANT are normal ones that are misjudged. It
reflects the good detection accuracy of our method, which is
consistent with quantitative results in Table 7. Furthermore,
we consider a case study on POLBLOGS dataset, where
nodes represent blog websites and the words that appeared
in the blog content are node features. These blogs are written
by many different liberal bloggers during the height of the
Iraq war controversy in 2005. We run some baselines and
the proposed GMI model on POLBLOGS to spot anomalies,
and Fig. 4 visualizes the detection results of GMI, where the
larger residual errors of the node, the darker the color. We
choose 3 out of the first 5 anomalies with high scores in our
GMI method for an explanation. Table 8 lists their detailed
information. Normally, the content of these blogs is related
to political events. But as can be observed, several blogs
focus on other topics that are lack of political flavor, such as

the wedding, science and technology, and daily life. Since
these blogs deviate greatly from the political topic, they are
detected as abnormal by our method. As for other baselines,
SCAN believes that the probability of the above nodes being
abnormal is very low since it detects anomalies only from
the topological view, ignoring the text information attached
to the nodes. Radar and ANOMALOUS cannot run on
this dataset (the feature dimensionality of this dataset is
somewhat high) due to the out-of-memory issue. It reflects
the disadvantage of matrix factorization-based methods that
are difficult to adapt to large datasets. Although ConOut
and DOMINANT give high scores to the above anomalies,
they are only ranked in the top 15 of the output sequence.
Thus, our method has better detection performance.

6 CONCLUSION

To overcome the dilemma of lacking available supervision
and evade the potential risk brought by unreliable labels,
we introduce a novel concept of graphical mutual infor-
mation (GMI) to extract and preserve information from an
input graph to hidden space in an unsupervised pattern.
Its core lies in directly maximizing the mutual information
between the input and output of a graph neural encoder in
terms of node features and topological structure. Through
our theoretical analysis, we give a definition of GMI and
decompose it into a form of a weighted sum which can
be calculated by the current mutual information estimation
method MINE easily. Accordingly, we develop an unsuper-
vised model for graph representation learning and adapt
it to anomaly detection. Extensive experiments including
classification, link prediction, visualization, and case studies
indicate two conclusions. Firstly, GMI outperforms state-
of-the-art unsupervised baselines across both classification
tasks (transductive and inductive) and link prediction tasks,
sometimes even be competitive with supervised algorithms.
Besides, GMI also works well in anomaly detection on
graphs and gets the best results across all datasets.

For one thing, future work can concentrate on task-
oriented representation learning or adapting the idea of
GMI maximization to other types of graphs such as het-
erogeneous graphs and hypergraphs. For another, we can
further explore the application of GMI in more downstream
tasks such as graph alignment and community detection,
perhaps the model needs to be a little rewritten.
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