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Abstract—The explosion of modeling complex systems using attributed networks boosts the research on anomaly detection in such

networks, which can be applied in various high-impact domains. Many existing attempts, however, do not seriously tackle the inherent

multi-view property in attribute space but concatenate multiple views into a single feature vector, which inevitably ignores the

incompatibility between heterogeneous views caused by their own statistical properties. Actually, the distinct but complementary

information brought by multi-view data promises the potential for more effective anomaly detection than the efforts only based on

single-view data. Furthermore, the abnormal patterns naturally behave diversely in different views, which coincides with people’s desire

to discover specific abnormality according to their preferences for views (attributes). Most existing methods cannot adapt to people’s

requirements as they fail to consider the idiosyncrasy of user preferences. Therefore, we propose a multi-view framework ALARM to

incorporate user preferences into anomaly detection and simultaneously tackle heterogeneous attribute characteristics through

multiple graph encoders and a well-designed aggregator that supports self-learning and user-guided learning. Experiments on

synthetic and real-world datasets, e.g., Disney, Books, and Enron, corroborate the improvement of ALARM in detection accuracy

evaluated by the AUC metric and its effectiveness in supporting user-oriented anomaly detection.

Index Terms—Anomaly detection, attributed networks, graph convolutional networks, unsupervised learning

Ç

1 INTRODUCTION

ANOMALY detection concerns with identifying rare, unex-
pected, and suspicious instances among a swarm of nor-

mal instances [1]. It has significant implications in helping
practitioners and decision-makers to discover, manage, and
circumvent abnormal patterns from data, and has a wide
spectrum of applications such as spam detection, financial
fraud detection, and intrusion detection in cybersecurity [2].
In the past few decades, many techniques have been devel-
oped for spotting anomalies in multi-dimensional data
points or plain networks. As attributed networks become a
prevalent tool in modeling real-world complex systems (e.g.,
social media networks, protein-protein interaction networks,
and collaboration networks), anomaly detection on attrib-
uted networks has attracted a surge of research attention.
Compared to plain networks, the additional node attributes
enable attributed networks to hold richer semantic informa-
tion. Thus, how to further improve the performance of anom-
aly detection and how to steer the detection process with the
help of rich semantics become a vital research issue.

On one hand, it should be recognized that most data for
analytical tasks are collected from different sources or gath-
ered from multiple feature extractors [3]. In other words,
data instances are usually depicted by heterogeneous feature
spaces in the form of multiple views. For instance, in Fig. 1,
several types of data (views) can be utilized to describe users
in social media such as Twitter: basic personal information
like email address, location, and phone number, following/
follower information, texts they post, images they upload
and so on. As another example, a video clip is the combina-
tion of audio and image signals which can be seen as two dif-
ferent views of the video. Since each view suffices for mining
knowledge and multiple views provide distinct but comple-
mentary information, how to cope with the multi-view data
skillfully and avoid the incompatibility issue naturally
becomes a challenge for anomaly detection. Nonetheless,
most of the existing efforts [4], [5], [6], [7] neglect the inherent
multi-view property of data, while treating all attributes
equivalently by concatenating different views into a single
vector. This treatment is not physically meaningful and may
adversely affect the anomaly detection performance as dif-
ferent views may correspond to different patterns (texts and
images) and have their own unique statistical properties.

On the other hand, there are different types of anomalies in
the dataset, such as structural, contextual, and community
anomaly [6]. As both of the latter two are determined using
attribute values within a specific context (view), an instance
might be considered as an anomaly in a given context, while
remaining normal in a different context. Fig. 1 gives a toy
example to illustrate it. In the third view, u3 and u6 (marked
with red) are spotted as anomalies due to their publishedmali-
cious comments, while their following/follower information is
normal in the second view and u5 is seen as abnormal because
of too many followers. Interestingly, the above property of
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anomalies provides a realistic basis for user-oriented anomaly
detection. Since different users may focus on different views
based on their own needs, the anomalies shown in different
focused views naturally correspond to their own interests.
For example, when regulators intend to locatemalicious users
who disseminate misinformation, they are more likely to
focus on the third and fourth views which include large
amounts of user-published text and image information. In
contrast, the remaining two views seem to be unrelated to
their purpose and can be excluded by regulators. In this case,
u3 and u6 will be recognized as anomalies with a higher prob-
ability than u5. Obviously, most of the existing methods do
not allow users to steer anomaly detection since they either
use all attributes [4], [6], [8] or perform unsupervised feature
selection [7], [9], [10], which implies they fail to consider user
needs. In order to satisfy the practical demands, incorporating
user preferences into anomaly detection which enables users
to guide the detection process becomes another challenge that
ought to be overcome.

To tackle the aforementioned challenges, in this paper,
we propose a deep multi-view framework for anomaly
detection on attributed networks, named ALARM, which
includes a multi-view attributed network encoder, an aggre-
gator and a structure & attribute decoder. For the encoder,
we resort to GNNs to model attributed networks because of
their good capability of encoding both network topology
and node attributes for graph mining [11]. And the aggrega-
tor is designed to support two modes: self-learning and
user-guided learning. In the latter mode, user-provided
preference vectors would be incorporated into the learning
task so that users can steer anomaly detection based on their
interests. Specifically, ALARM encodes the given attributed
network with multiple GNNs to tackle multi-view attrib-
utes, the extracted view-based hidden embeddings are
passed through a well-designed aggregator to generate uni-
fied representations and then are decoded from two aspects
of structure and attributes. The reconstruction errors post
the encoder and decoder phases are used for spotting anom-
alies. The main contributions of our work are as follows:

� Problem Formulations: we formally define the prob-
lem of anomaly detection on multi-view attributed

networks supporting self-learning and user-guided
learning. The key idea is to encode the given attrib-
uted network under different views separately, and
then aggregate the view-based embeddings into a
new unified latent space using self-learning parame-
ters or user preferences.

� Algorithms: we propose a deepmulti-view framework
ALARM for anomaly detection on attributed networks,
which provides two mechanisms: self-learning and
user-guided learning. We also give the time complex-
ity analysis of the proposed framework.

� Experimental Findings: we perform experiments on
both synthetic and real-world datasets, and the
experimental results show that the proposed frame-
work ALARM achieves the best performance in most
cases. Also, the case study demonstrates the effec-
tiveness of ALARM in incorporating user preferences
into anomaly detection.

2 RELATED WORK

In line with the focus of our work, we briefly review the
related work in the following areas: (1) multi-view represen-
tation learning, (2) deep learning methods for graphs, (3)
anomaly detection on networks. A brief summary for related
works is shown in Table 1.

2.1 Multi-View Representation Learning

This area aims to investigate the problem of embedding
inputs from the multi-view data to a new shared latent space
for extracting useful representations. Representative exam-
ples in the early study include canonical correlation analysis
(CCA) [12] and its kernel extensions [29], [30], which have
limitations on capturing high-level interactions between
multi-view data in spite of empirical success.With the explo-
sion of deep learning, various deep architecture-based mod-
els such as multi-modal deep Boltzmann machines [16],
multi-modal deep autoencoders [17], and multi-modal
recurrent neural networks [31] are proposed to ease the
above restrictions. In general, the key point of multi-view
representation learning lies in learning a good interaction
mechanism between multi-view data. Typically, most of the
existing methods capture the interaction among multiple
views through feature alignment which seeks to conduct
alignment between representations learned from different
views or representation fusion that fuses separate view-
based features into a single compact representation [32].

2.2 Deep Learning Methods for Graphs

The model of graph neural networks (GNNs) is first out-
lined in [21]. However, this method is costly due to the
adoption of expensive neural “message-passing” algo-
rithms. Inspired by the work of [33] which provides a ver-
sion of graph convolutions based on spectral graph theory,
in recent years, a number of approaches concentrate on the
improvements, extensions, and approximations of spectral
convolutions [22], [34], [35], [36]. Among them, one of the
most prominent work is the graph convolutional networks
(GCNs) [22]. The core idea of GCNs lies in aggregating fea-
tures from local graph neighborhoods to generate a new fea-
ture representation for a given node. Subsequently, graph

Fig. 1. A toy example to illustrate diverse types of data (views) for social
media users.
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attention networks (GATs) [23] achieves the goal by specify-
ing different weights to different nodes in a neighborhood.
Recently, the number of various deep algorithms on graphs,
from semi-supervised or unsupervised graph representa-
tion learning methods [24], [37] to graph pooling algo-
rithms [25], [38], has been growing rapidly. In this work, we
would transform GNN-like models into a deep multi-view
architecture that integrates data from diverse views to
explore better anomaly detection performance.

2.3 Anomaly Detection on Networks

Generally, the existing techniques can be broadly divided into
two categories according to the type of networks they work
on. The first is anomaly detection on plain networks. Utilizing
structure information such as node degree and subgraph cen-
trality to spot anomalies is amajor characteristic of algorithms
oriented plain networks since the network topology is the
only available information in such networks. Among them,
SCAN [26] clusters vertices based on a structural similarity
measure while detecting hubs and outliers. OddBall [27]
spots anomalous nodes based on egonet patterns. As attrib-
uted networks arewidely used inmodeling various real infor-
mation systems, many detection algorithms [4], [5], [39], [40]
designed for such networks are put forward, forming the sec-
ond class ofmethods. Among them, CODA [4] identifies com-
munities and detects community anomalies simultaneously
via a unified probabilistic model. Radar [6] adopts residual
analysis to detect anomalies in an unsupervisedmanner. And
DOMINANT [8] can be regarded as its deep learning vesion.
These methods, nonetheless, enforce the Homophily assump-
tion [41] in all attributes, which is usually untenable in real
scenarios. To overcome this issue, some approaches conduct
subspace selection [7], [10], [42] to find relevant attributes for
anomaly detection. Among them, ConOut [9] decides a sub-
graph and statistically relevant subset of attributes for each
node and then detects anomalies in selected local context.
ANOMALOUS [7] achieves anomaly detection and attribute
selection simultaneously via CUR factorization and residual
analysis. Different from the above methods, FOCUSCO [28]

incorporates user preferences into graph mining, then per-
forms clustering and personalized anomaly detection based
on the preference vector. Despite the empirical success, it
requires users to provide a set of exemplar nodes, which
means that users need to have some prior knowledge of the
datasets and spendmuch time labeling themmanually. Obvi-
ously, thismethod is laborious and time-consuming in imple-
mentation. By contrast, our proposed framework is more
flexible, supporting self-learning and user-guided learning,
users can decide whether to introduce preferences based on
their own needs.

3 PROBLEM FORMULATION

Following the commonly used notations, we adopt bold
uppercase characters (e.g., A) to denote matrices, bold low-
ercase characters (e.g., b) to indicate vectors and normal
lowercase characters (e.g., c) as scalars. Sets are represented
by uppercase calligraphic letters (e.g., V) and jVj for the size
of a set V. Given a matrix A 2 Rn�d, we use ai and Aij to
denote its ith row and ði; jÞth entry, respectively. As for the
vector and matrix norms, the ‘2 norm of a vector is denoted
by k � k2 and the Frobenius norm of matrix A is written as

kAkF ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiPn

i¼1

Pd
j¼1 A

2
ij

q
. And then, we define the multi-

view attributed network as follows:

Definition 1 (Multi-View Attributed Networks). A
multi-view attributed network GðV; E;FÞ consists of jVj ¼ n
nodes and jEj ¼ m edges. Meanwhile, each node vi 2 V is affili-
ated with a set of d-dimensional attributes (features) F ¼
ff1; f2; . . . ; fdg which can be represented by k distinct feature
spaces with k views. For example, in Disney co-purchase net-
work [43], each film possesses a large number of descriptive attrib-
utes which are roughly extracted from four viewpoints and form
four different views including price information, rating infor-
mation, review information and other product information,
details are shown in Fig. 2.

According to the definition, we adopt an adjacency
matrix A 2 Rn�n to record the structure topology of G,

TABLE 1
A Brief Summary of Related Works on Different Topics

Topics Algorithms Comments/Limitations

Multi-View
Representation
Learning

Multi-View Representation Alignment
Methods [12], [13], [13], [14], [15]

Performing feature alignment between representations
learned from different views

Multi-View Representation Fusion
Methods [16], [17], [18], [19], [20]

Fusing separate features learned from distinct views
into a single compact representation

Deep Learning
Methods for Graphs

GNN [21] Computationally expensive
GCN [22] Full-batch learning, transductive setting
GAT [23] Full-batch learning, computationally expensive
GraphSAGE [24] Inductive setting, relatively slow training speed
DIFFPOOL [25] Graph-level representation, slow convergence

Anomaly Detection
on Networks

SCAN [26] Spotting structural anomalies, neglecting attributes
OddBall [27] Spotting structural anomalies, neglecting attributes
CODA [4] Using all attributes, no feature selection
Radar [6] Using all attributes, no feature selection
ConOut [9] With subspace selection, computationally expensive
ANOMALOUS [7] With attribute and instance selection, high memory cost
FOCUSCO [28] Incorporating user preferences, time-consuming
DOMINANT [8] GCN based, using all attributes, no feature selection
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where Aij ¼ 1 indicates node vi and vj are connected with
each other. In this work, we mainly focus on undirected net-
works where an edge is an unordered pair of two nodes
ðvi; vjÞ 2 E, so A is symmetric. For directed networks, A is
asymmetric, we use A ¼ maxðA;AT Þ to deal with it [44]. In
addition, let X 2 Rn�d denotes the node attributes of all n
nodes, where xi 2 Rd is the attribute information for the ith
node vi. Specifically, each node has representations in k dif-
ferent views, i.e., xi ¼ ðxð1Þi ; . . . ; x

ðkÞ
i Þ, where x

ðpÞ
i 2 RDp , Dp is

the dimension of the pth view. Obviously, d ¼ Pk
p¼1 Dp, so

xi 2 Rd. With the above notations, we now formally define
the studied problem as follows.1

Problem 1 (Anomaly Detection on Multi-View Attrib-
uted Networks Supporting Self-Learning and User-
Guided Learning). Given a multi-view attributed network
G represented by A and X ¼ ðXð1Þ; . . . ;XðkÞÞ, in self-learning
mode, the problem aims to spot several nodes which are rare
and differ significantly from the majority reference nodes; in
user-guided mode, the user is additionally required to pro-
vide a preference vector a where views (attributes) of interest
to the user are assigned with larger weights, then the task is
to detect anomalies in views that the user focuses on (is
interested in).

4 METHODOLOGY

In this section,we elaborate on the proposed frameworkALARM

and illustrate its architecture in Fig. 3. The entire framework is
an unsupervised deep learning model similar to the autoen-
coder [45], which consists of three essential components: (1)
multi-view attributed network encoder - leveragingmultiple graph
neural networks [11] to embed the givenmulti-view attributed
network; (2) aggregator - aggregating view-based embeddings
learned fromper GNN to obtain unified representations across
all views; (3) structure & attribute decoder - attempting to recon-
struct the original network topology and node attributes with
unified representations. After certain rounds of iterations, we
can rank anomalies according to reconstruction errors with the
fact that the larger the residuals in the reconstruction process,
themore likely the instances are to be anomalous [46].

4.1 Preliminary

The powerful performance of CNNs [47] in solving image-
related issues has successfully led researchers to explore

sophisticated deep architectures for graph-structured data.
One of the most recent prominent developments in GNNs
is the deep architecture known as GCNs, the core of which
lies in updating the feature vector hi of each node vi via
recursively aggregating features of its neighboring nodes vj

h
ðlÞ
i ¼ frelu

X
vj2fvig[N ðviÞ

aijW
ðlÞhðl�1Þ

j

0
@

1
A; (1)

where h
ðlÞ
i is the representation of vi at the lth layer/itera-

tion, WðlÞ is a layer-specific trainable weight matrix at the

lth layer, freluðxÞ ¼ maxð0; xÞ is a non-linear activation func-
tion, aij is the ði; jÞth entry of Â (Â ¼ D�1

2 �AD�1
2, �A ¼ Aþ In,

Dii ¼
P

j
�Aij), and h

ð0Þ
i can be gained from its original attrib-

utes xi directly. Note that both attribute information X and

the graph structure A are taken into consideration. Mean-

while, the nonlinear transformation frelu can capture the

nonlinearity of data. The above two strongpoints enable

GCNs to effectively cope with the complex interactions of

two kinds of information in attributed networks, thus ena-
bles us to learn high-quality embedding representations.

Obviously, an additional decoder can be used together
with GNNs to form a simple autoencoder which completes
the process of compression and reconstruction, i.e., com-
pressing the input data X into low-dimensional codings and
then generating ~X - a recovered version of the original input,
from the condensed representations. Formally, the training
process of an autoencoder can be described as minimizing
following reconstruction errors (e.g., squared errors), where
Encodeð�Þ refers to the output of the last layer of the encoder

LðX; ~XÞ ¼ kX�DecodeðEncodeðXÞÞk2F : (2)

Moreover, many previous studies [6], [46], [48] have shown
that the magnitude of reconstruction errors can be regarded
as a strong indicator of abnormality since anomalies do not
conform to the patterns of the majority and can not be accu-
rately reconstructed. Therefore, we can label abnormal nodes
based on this indicator.

4.2 Multi-View Attributed Network Encoder

Given GðV; E;FÞ with k views, we have corresponding
k-view attributes ðXð1Þ; . . . ;XðkÞÞ, where XðiÞ 2 Rn�Di , Di is
the dimension of the ith view. Considering these views
exhibit heterogeneous properties, it is indispensable to
model themulti-view informationmore synergistically. Oth-
erwise, these viewsmay even degrade learning performance.
Thus, we design a deepmulti-view architecture consisting of
multiple independent GNNs and an aggregator to effectively

Fig. 2. A brief description of multi-view attributes collected from four perspectives on Disney dataset.

1. Our model is generally applicable to the attributed network with
multiple network topologies in which nodes can be related in multiple
ways, i.e., the correlation between nodes can form multiple graphs
from different views, resulting in multiple adjacency matrices A ¼
fAð1Þ; . . . ;AðkÞg.
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learn and fuse specific knowledge contained in each view of
data. With the goal of obtaining the view-based representa-
tion, we feed each view to a GNN separately. In this paper,
we consider a two-layer GCN for encoding the given attrib-
uted under each view (we explore the influence of model
depth later). After two layers of convolution operations, each
view is compressed into a h2-dimensional latent representa-
tion Ui 2 Rn�h2 . To avoid excessive model parameters, we
can share theweightmatrices under each view. In specific, we
share the weight matrix Wð2Þ 2 Rh1�h2 at the second layer,
while retaining the specific weight matrices W

ð1Þ
i 2 RDi�h1

untouched to carefully capture the unique characteristics
of each view. Whether to use the weight sharing strategy
depends on the specific situation.

4.3 Aggregator

For low-dimensional representations extracted from different
views, it is significant to be aware of the complementarity
between this view-based information. Specifically, each fea-
ture space gives a description of the data at one certain per-
spective, taking advantage of the complementary information
between them to aggregate multiple views seems more sensi-
ble. In this paper, we apply two kinds of view aggregation
strategies.

Concatenation - concatenating vectors across all views into
a new vector. It is one simple and traditional solution.
Finally, we will obtain a combined representation Z 2
Rn�ðk�h2Þ ¼kki¼1 Ui, where k indicates concatenation.

Weighted Aggregation - giving each view-based vector a
different weight and then summing them up, which means
that each view has a distinct proportion in the final repre-
sentation. To be more specific, the combined results Z 2
Rn�h2 is selected from the following set:

Z ¼ Z jZ ¼
Xk
i¼1

aiUi;ai � 0;
Xk
i¼1

ai ¼ 1

( )
; (3)

when ai ¼ 0, the ith view will be ignored. The aggregation
weights faigki¼1 play a role similar to the attention mecha-
nism, here we show three ways to obtain this set of weights:

� Randomly generate a vector e 2 Rk and then create
the aggregation weights using the softmax function

ai ¼ softmaxðeÞi ¼
expðeiÞPk
j¼1 expðejÞ

: (4)

Utilizing the error backpropagation algorithm, ai can
be continuously optimized and updated. The result-
ing weights represent the optimal view aggregation
ratio considered by the proposed model.

� Users manually assign a vector a 2 Rk reflecting
their own preferences which are captured by those
views (attributes) with large weights. Similarly, use
(4) to calculate the aggregation weights, but be aware
these weights are constant and can not be updated.

� Conduct user modeling and infer their concerns based
on vector representations. This method requires some
additional auxiliary information such as a social net-
work, or evenmore. To give a simple example, we can
use LINE [49] or node2vec [50] algorithm to learn the
representation va 2 Rv for a user. The aggregation
weights are then computed using a softmax layer

ai ¼
exp bT

i va þ bi
� �

Pk
j¼1 exp bT

j va þ bj

� � ; (5)

where fbi; bigki¼1 are parameters to be learned.
In experiments, we employ the first two methods to pro-

duce weights, the third one is left for future work. Also, it
should be emphasized that the user-guided mode refers to
aggregating views using the user-given weights in weighted
aggregation strategy, while the self-learning mode includes
concatenating views and aggregating views using self-learning
weights.

4.4 Structure & Attribute Decoder

After obtaining the encoded representation Z, the output of
the aforementioned aggregator, we intend to focus on the
reconstruction of attributed network G as reconstruction
errors can be regarded as indicators of the anomaly.

For one thing, the structure decoder takes the latent rep-
resentations as input and then calculates inner product
between them to achieve the rebuilt adjacency matrix ~A

~A ¼ sigmoid ZZT
� �

: (6)

Fig. 3. The proposed deep multi-view framework ALARM for anomaly detection on attributed networks. Assuming that the given multi-view attributed
network G contains 3 views, i.e., k ¼ 3, which are fed into 3 distinct GNNs to extract view-based features. These hidden embeddings are then aggre-
gated across views and passed through structure & attribute encoder to obtain abnormal scores for spotting anomalies.

PENG ET AL.: DEEP MULTI-VIEW FRAMEWORK FOR ANOMALY DETECTION ON ATTRIBUTED NETWORKS 2543

Authorized licensed use limited to: University of Virginia Libraries. Downloaded on July 26,2022 at 14:19:07 UTC from IEEE Xplore.  Restrictions apply. 



For another, the attribute decoder aims at approximating
the original node attributes from the encoded embeddings.
To be more specific, we leverage a simple fully-connected
layer to reconstruct the attribute information as follows:

~X ¼ frelu ZWð2Þ þ B
� �

; (7)

where Wð2Þ 2 Rðk�h2Þ�d or Wð2Þ 2 Rh2�d according to the
aggregation strategy adopted, B 2 Rn�d is the corresponding
bias term. It should be noted that when employing the user-
given weights, if ai ¼ 0, the attributes contained in the ith
view need not be considered for reconstruction since the user
does not care about this view at all.

4.5 Optimization and Detection

At this point, the modules of the framework ALARM have
been introduced in detail. In view of the fact that attributed
networks exhibit unique characteristics in both the topology
and attribute, the loss of two above aspects ought to be taken
into consideration.

Regarding topology recurrence, it can be achieved via
maximizing the following likelihood estimation:2

Yn
i;j

~A
Aij
ij ð1� ~AijÞð1�AijÞ: (8)

As can be observed, when Aij ¼ 1, we want to rebuild this
link ~Aij with the highest probability. Otherwise, when Aij ¼
0, ~Aij should tend to be 0. Mathematically, maximizing (8)
is equivalent to minimize the negative log-likelihood

Ls ¼
Xn
i¼1

Xn
j¼1

� gAijlog~Aij þ 1�Aij

� �
log 1� ~Aij

� �� �
; (9)

where g ¼ 1. But in this work, it is set with a specific value,
which takes the form of weighted cross entropy. More specifi-
cally, g is the positive sample coefficient which allows one to
trade off recall and precision by up- or down-weighting the
cost of a positive error relative to a negative error. We have
g ¼ ðn� n�mÞ=m which can handle the sparsity of the net-
work flexibly. When the network is sparse, g > 1 increases
the recall; and when the network is relatively dense, g < 1
increases the precision.

Besides, La is formulated as a simple Frobenius norm
aiming to measure the quality of reconstructed attributes

La ¼ kX� ~Xk2F : (10)

By minimizing the objective function including the struc-
ture loss Ls and the attribute loss La

L ¼ Ls þ La; (11)

the proposed deep framework can gradually approximate
the original attributed network Gwith the convergence of the
objective function L. After the iterative optimization proc-
esss, the abnormal score for the ith node can be computed by

sðviÞ ¼ �kai � ~aik22 þ ð1� �Þkxi � ~xik22; (12)

where the first term and the second term report the degree
of deviation in structure and attribute, respectively, and � is
a trade-off parameter. Since nodes with high scores are
more likely to be anomalous, we can rank anomalies accord-
ing to abnormal scores.

4.6 Complexity Analysis

In the encoding phase, the computational complexity of two-
layer convolution isOðmh1ĥiÞ for the ithGCNencoder,where
ĥi ¼ maxðDi; h2Þ. Hence, modeling k views with k two-layer
GCNs costs Oðmh1HÞ, where H ¼ maxfĥigki¼1. The aggrega-
tion operation has complexityOðnkh2Þ, and the structure and
attribute reconstruction need Oðn2h2Þ and Oðndh2Þ, respec-
tively. Note that k and d is usually smaller than n, the overall
time complexity is num iters �Oðmh1H þ n2h2Þ.

5 EXPERIMENTS

In this section, we empirically evaluate the effectiveness of
ALARM on both synthetic and real-world datasets. A Case
study is also implemented to intuitively show how ALARM

integrates the user preference to achieve user-oriented anom-
aly detection. In specific, we attempt to answer the following
three research questions:

Q1 How effective is the proposed framework on syn-
thetic datasets with only a single view?

Q2 How impactful is the proposed framework on real-
world networks with inherent multi-view attributes?

Q3 Whether the proposed framework supports user-
oriented settings and provides anomaly detection
results satisfying the user preference?

5.1 Compared Methods

Ourmain goal is to provide higher quality anomaly detection
services on attributed networks, so we compare ALARM with
five state-of-the-art methods which are popular in the field of
anomaly detection in attributed networks. Although there
exist some multi-viewmethods [51], [52], [53], they are set up
for different problems (e.g., clustering, outlier detection on
vector data). To the best of our knowledge, there is no multi-
view anomaly detection algorithm for attributed networks.
All themethods included in experiments are listed as follows:

� ConOut [9]: ConOut selects a subgraph and a statisti-
cally relevant subset of attributes for each node, and
then detects anomalies in selected local context.

� AMEN [54]: AMEN spots anomalous neighborhoods
by considering both attribute and topology informa-
tion. Due to the fact that it is designed for abnormal
cluster detection rather than point anomaly detec-
tion, for comparison, we treat all nodes in anomalous
clusters as anomalies.

� Radar [6]: Radar is an unsupervised anomaly detec-
tion model which detects anomalies via learning and
analyzing the residual errors of attribute information
and its coherence with network topology.

� ANOMALOUS [7]: ANOMALOUS achieves joint opti-
mization of anomaly detection and attribute selection
based on CUR factorization and residual analysis. It

2. For unweighted networks, i.e., A 2 f0; 1gn�n, cross-entropy loss is
used to measure reconstruction error, while for weighted networks,
mean squared error is more suitable.
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spots anomalies with representative instances and
attributes selected in an unsupervisedmanner.

� DOMINANT [8]: DOMINANT is a deep model which uti-
lizes a principled graph convolutional autoencoder
to seamlessly model the attributed network and con-
duct anomaly detection in a joint framework. DOMI-

NANT lacks careful consideration and processing of
multi-view data, making it significantly different
from ALARM.

� ALARM-concat: ALARM-concat processes the hidden
embeddings of all views by concatenating the view-
based vectors into a new single vector.

� ALARM-weighted: ALARM-weighted processes the hid-
den embeddings of all views via calculating the
weighted sum of the view-based vectors.

5.2 Parameter Settings and Metrics

For all baseline methods, we take their source codes to con-
duct plenty of experiments and choose the parameter set-
tings which can get the best experimental results. As for our
framework, it is implemented by TensorFlow [55] and then
conducted on a Tesla V100-PCIE-32GB GPU. For SynGraph
dataset with more than 50,000 nodes, we use the subsam-
pling skill introduced in [24] to make it fit into GPUmemory
(this strategy has been successfully used to learn large
graphs [56]). In detail, we first randomly select a minibatch
of 128 nodes, and then for each selected node, we sample 8
and 5 neighbors at its first and second-level neighborhoods,
respectively. In this way, each minibatch contains up to
128þ 128� 8þ 128� 8� 5 ¼ 6272 nodes (there may be
duplicate nodes). We initialize weights using the initializa-
tion introduced in Glorot & Bengio [57], and train the pro-
posed model for a maximum of 200 epochs with Adam
optimizer [58]. We choose the hidden layer size of the GCN
encoder from f26; 25; 24; 23; 22; 21g. The learning rate is tuned
in the range of f0:01; 0:005; 0:001g. Furthermore, the number
of split views for synthetic datasets is selected from
f3; 5; 10; 15; 20g, while it is consistent with the number of
inherent views in real-world datasets (more details later).
The parameter � is tuned in the range of [0,1].

For a fair comparison, we adopt the criteria of AUC that
has been widely used as an evaluation metric in previous
anomaly detection methods [6], [7], [8] to measure the detec-
tion performance. In specific, theAUC score is the area under
the ROC curve, which is a plot of true positive rate (an abnor-
mal node is identified as an anomaly) against false positive
rate (a normal node is identified as an anomaly). From the
statistical perspective, the AUC score indicates the probabil-
ity that a randomly selected anomaly is ranked higher than a
normal node. If the score approaches 1, themethod has excel-
lent anomaly detection performance.

5.3 Results on Synthetic Datasets

This part is mainly for answering the first question Q1 from
two aspects: (1) the quality of anomaly detection, and (2)
training time. Here ALARM runs in self-learning mode.

5.3.1 Data Conformation

To assess the quality of our algorithm compared to other
approaches with ground truth anomalies, we adopt four

synthetic attributed graphs with the different number of
attributes and varying size ranges. The statistics of these
datasets are listed in Table 2. Note that whether the syn-
thetic datasets have multi-view attributes or not, we regard
them as single-view data.

Flickr3 is an image sharing website, users interact with
others and form a social network. Tags attached to uploaded
photos reflect users’ interests, which provide attribute infor-
mation. Besides, photos are classified into nine predefined
categories. To build anomalies, we first determine a class
with the fewest nodes by counting the proportion of each cat-
egory. Then, by randomly eliminating some nodes belonging
to this category, the class eventually accounts for only
3.2 percent of the entire dataset. In this way, it becomes a rare
class in which nodes can be treated as anomalies since they
are theminority in the dataset.

Aminer is an academic dataset in the field of computer
science collected from ArnetMiner.4 Authors who have co-
author relationships form link information. The statistics of
their publications such as the number of papers are consid-
ered as node attributes. Additionally, the publications are
mainly from four areas: Artificial Intelligence (AI), Com-
puter Vision (CV), Data Mining (DM) and DataBase (DB).
Similarly, we treat the research area with occur in less than
5 percent of the authors as a rare category, authors belong-
ing to this class are labeled as anomalies.

ConGraph5 is a synthetic graph containing the ground
truth labels of anomalies. Node degrees follow a power law
distribution aiming at reproducing the properties observed
in real-world networks. Meanwhile, 10-dimensional node
attributes are divided into network structure related and
network structure irrelevant following uniform random dis-
tribution, each accounting for 50 percent. For relevant attrib-
utes, a one-dimensional attribute could be merged with
another subset of attributes to form a higher-dimensional
relevant attributes with a probability of 20 percent decided
by the parameterprobability for a subspace. And for irrelevant
attributes, nodes are assigned values from a uniform ran-
dom distribution. See [59] and the website5 for detailed
explanation.

SynGraph is a subgraph extracted from the biggest com-
ponent of the Amazon co-purchase network5. Each item has
rich attributes such as ratings, prices and the number of
reviews. However, no ground truth of anomalies is pro-
vided in this dataset, thus we need to inject some into it for
evaluation. Considering that there are many types of anom-
alies in the real world, we follow two commonly used meth-
ods [60], [61] to build anomalies from both the structure

TABLE 2
Statistics of Synthetic Datasets

Flickr Aminer ConGraph SynGraph

#nodes 7,000 11,085 10,000 52,570
#edges 397,224 51,866 37,848 65,542
#attributes 12,047 27 10 28
anomaly ratio 3.2% 4.98% 10% 4.52%

3. http://dmml.asu.edu/users/xufei/datasets.html
4. https://www.aminer.cn/
5. https://www.ipd.kit.edu/�muellere/consub/
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perspective and the attribute perspective. Specifically, we
randomly select some nodes and make them become a small
fully connected clique via adding links between them, and
then all the nodes in the clique are regarded as structural
anomalies. Besides, we apply the attribute perturbation
schema introduced by [61] to generate the other type of anom-
alies. Ultimately, we inject about 1050 structural anomalies
and about 2100 contextual anomalies into this graph at a ratio
of 1:2, leading to an anomaly ratio of 4.52 percent on this data-
set (these two types of anomalies may overlap during
construction).

For data with only one view, there exist various practical
methods to convert it to multi-view data. In this work, we
employ a simple way to cope with all synthetic datasets,
i.e., partitioning the whole attribute set into diverse disjoint
views randomly. As a matter of fact, numbers of previous
experiments in multi-view learning apply this strategy [51],
[62] and show desirable performance.

5.3.2 Performance Evaluation

Table 3 reports the anomaly detection performance includ-
ing AUC scores and training time of various approaches on
four synthetic datasets. We have the following observations.

In terms of performance, the proposed ALARM framework
(-concat and -weighted) achieves the best performance on
Flickr, Aminer and SynGraph datasets, which demonstrates
the superiority of neural networks in the anomaly detection
task. Further comparison with DOMINANT which treats data
in a single-view pattern substantiates a noteworthy fact that
when naturalmulti-view property does not exist in data, per-
formance improvements can still be observed using manu-
factured splits such as random partitioning [51], [63]. Due to
the particularity of ConGraph dataset in construction,
ANOMALOUS seems to be more effective, although ALARM

exhibits comparable results. Specifically, half of the attrib-
utes in ConGraph are noises and contain many congruent
subspaces [59], which are carefully considered and treated in
ANOMALOUS, but this is a challenge for traditional GCNs
used in our framework. But interestingly, ALARM requires
much less training time (451s and 470s) to obtain competitive
results with ANOMALOUS, while ANOMALOUS takes
about seven times (3,300s). Besides, ALARM-weighted gives
better results than ALARM-concat as it is able to model the
interactions betweenmultiple distinct views.

In terms of training time, ConOut and AMEN are vulner-
able to the size of attribute dimension as ConOut has
to examine each attribute to filter out local context, and

AMEN involves a large number of calculations between
attribute vectors. ANOMALOUS is relatively more time-
consuming due to complex matrix operations, while ALARM

using deep learning method is more advantageous. Addi-
tionally, in the experiments, when running Radar, and
ANOMALOUS on SynGraph dataset, the process was killed
by the operating system because of memory exhaustion, so
no results were obtained. On the contrary, in this case,
ALARM (-concat and -weighted) still works well and becomes
the best choice.

5.3.3 Effects of the Number of Split Views

Recall that the random multi-view attributes construction
strategy has been applied to synthetic datasets, and how the
number of split views affects detection performance natu-
rally becomes an attractive issue that worths deep investiga-
tion. Table 4 presents some experimental results of ALARM-
weighted w:r:t: different numbers of views. It is interesting
to find that the AUC scores of ALARM-weighted keep rather
stable while varies the number of split views, and the train-
ing time increases slightlywith the growing number of views
sincemore convolution parameters in theGCN layer fWigki¼1

are to be trained. Accordingly, in practice, it is inclined to
split a relatively small number of views which are usually
sufficient to achieve good performance. Since instances in
ConGraph dataset have only ten attributes, here we omit the
results of 15 and 20 views.

5.4 Results on Real-World Datasets

This part will address the second question Q2 in terms of
anomaly detection performance. Here ALARM runs in self-
learning mode.

5.4.1 Data Description

We adopt three real-world attributed networks5 which have
been widely used in the previous research [6], [7], [10] to
compare the anomaly detection performance of different
methods. These datasets are data with natural multi-view
property. Detailed descriptions are illustrated in Table 5.

Disney is a co-purchase network of movies. Each movie
has 28 available attributes such as ratings, number of
reviews, number of different authors and prices. These
attributes are multi-view in nature with inherent four differ-
ent views. Fig. 2 gives an intuitive understanding of the data-
set, and details can be found in [43]. The ground truth
anomalies (e.g., products with too low star ratings, products
with particularly few reviews) are manually marked by high

TABLE 3
AUC Scores and Training Time of Different Algorithms on Synthetic Datasets

Algorithm Flickr Aminer ConGraph SynGraph

AUC Time(s) AUC Time(s) AUC Time(s) AUC Time(s)

ConOut 0.4707 > 3h 0.5942 363.08 0.6955 77.32 0.6016 1742.24
AMEN 0.4999 > 3h 0.5009 46.13 0.4273 13.57 0.4765 40.32
Radar 0.6383 2744.49 0.9055 1825.92 0.7421 773.01 - -
ANOMALOUS 0.6503 > 3h 0.9084 9237.87 0.7669 3300.19 - -
DOMINANT 0.6473 158.87 0.9235 184.04 0.7205 313.67 0.7714 2243.12
ALARM-concat (5 views) 0.6918 144.18 0.9417 104.10 0.7314 451.16 0.7814 2414.09
ALARM-weighted (5 views) 0.6922 135.85 0.9538 96.50 0.7554 469.92 0.7820 2416.17

2546 IEEE TRANSACTIONS ON KNOWLEDGE AND DATA ENGINEERING, VOL. 34, NO. 6, JUNE 2022

Authorized licensed use limited to: University of Virginia Libraries. Downloaded on July 26,2022 at 14:19:07 UTC from IEEE Xplore.  Restrictions apply. 



school students who assign labels following specific criteria
such as low ratings and few reviews.

Books is also a co-purchase network including various
books as nodes and has similar attributes as Disney. We still
adopt its inherent four-view attributes for experiments. As
for the ground truth, we find that many Amazon users take
theamazonfail tag to express their disagreement with sales
ranks. They think the ratings and sales ranks from some
books were misplaced by Amazon, thus labeling these
books with such tags. Based on this, we regard a book that
is labeledamazonfail at least by 20 users as anomalies.

Enron is an email communication network where email
addresses represent nodes, email transmission between
them forms edges. Attributes include average content
length, different encodings count, etc. For a detailed expla-
nation of the attribute information, please refer to [43]. In
the experiments, the following three views, i.e., content infor-
mation, recipient and sender information, and subject and fre-
quency information are adopted. Besides, we regard spam
email addresses as anomalies. According to the list of spam
addresses taken from the benchmark in [64], we label the
ground truth anomalies.

5.4.2 Performance Comparison

The performance of different approaches on three real-world
datasets is shown in Fig. 4. As can be clearly observed, ALARM

(-concat and -weighted) outperforms all other methods on
Books and Enron datasets, meanwhile ALARM-weighted is
substantially the same as ANOMALOUS on Disney dataset
in terms of AUC scores. It is necessary to recognize that the
superiority of the neural network is reflected in its ability of
learning optimal parameters frombig datasets, and its perfor-
mance may be impaired since small datasets cannot provide
sufficient variants in learning samples. Here Disney dataset
is small in size (only 124 nodes), whichmay affect ALARM and
make traditional machine learning methods (e.g., ANOMA-
LOUS) better. Contrarily, on large dataset Enron, ALARM

exhibits significantly stronger performance than traditional
methods. Besides, our ALARM method achieves higher AUC
scores than DOMINANT which neglects the inherentmulti-view

property of data. Hence, it is safe to conclude that for data
with inherent multiple views, being treated in a multi-view
style is feasible and reasonable, and indeed improves perfor-
mance since the unique statistical characteristics of each view
are considered and processed carefully. Similarly, ALARM-
weighted performs better than ALARM-concat, which can be
explained by the fact that ALARM-weighted achieves a view-
level attribute selection by aggregating views with different
weights, while ALARM-concat only simply concatenates view-
based embeddings implying each view has the same weight.
In addition, the better performance of the latter five methods
again reflects the effectiveness of residual analysis in anom-
aly detection.

5.5 A Case Study

In this subsection, we use ALARM-weighted to conduct a case
study on Disney network for illustrating the last question
Q3. Here, ALARM runs in the user-guided mode.

First, we consider a situation where users want to under-
stand the performance of movies on star ratings with the aim
of satisfying their curiosity about discovering those with
extreme ratings. Accordingly, users only focus on the view
that contains the rating information with the neglect of other
views, i.e., arating ¼ 1, aothers ¼ 0. Several abnormal movies
detected by ALARM-weighted for this task are shown on the
left in Fig. 5. Specifically, node N1 corresponds to the film
The Nightmare Before Christmas/James and the Giant Peach, it
only has the 5-star rating and 1-star rating, accounting for 86
and 14 percent, respectively. Such ratings are unevenly dis-
tributed and somewhat extreme. Besides, it is a typical struc-
tural anomaly since it is an isolated co-purchase product.
NodeN2 corresponds to the filmHoney, We Shrunk Ourselves,

TABLE 4
AUC Scores and Training Time of ALARM-Weighted Under Varying Split Views

Dataset 3 Views 5 Views 10 Views 15 Views 20 Views

AUC Time(s) AUC Time(s) AUC Time(s) AUC Time(s) AUC Time(s)

Flickr 0.6922 134.96 0.6922 135.85 0.6923 136.70 0.6920 142.60 0.6917 147.99
Aminer 0.9446 92.52 0.9538 96.50 0.9466 98.39 0.9487 98.43 0.9462 100.94
ConGraph 0.7502 467.65 0.7554 469.92 0.7346 472.98 - - - -
SynGraph 0.7765 2406.49 0.7820 2416.17 0.7824 2477.64 0.7824 2516.39 0.7823 2565.08

TABLE 5
Details of Real-World Datasets

Disney Books Enron

#nodes 124 1,418 13,533
#edges 334 3,695 176,987
#attributes 28 28 20
#views 4 4 3
anomaly ratio 4.8% 2% 0.04% Fig. 4. Performance comparison (AUC scores) of different methods for

anomaly detection.
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it only has the 3-star rating and its rating span6 is 0, which is
rather different from others. NodeN3 that corresponds to the
film Tarzan is similar to N2, it only has 5-star rating and its
rating span equals to 0 as well, whichmakes it anomalous.

In the next situation, users intend to screen out outstand-
ing works that are prevalent in the public while avoiding
those unattractive movies. Consequently, users only focus
on two views involving the rating information and review
information at a ratio of 3:7, i.e., arating ¼ 0:3, areview ¼ 0:7,
aothers ¼ 0, since in their cognition, whether a movie is pop-
ular is reflected by the ratings and the number of reviews.
The results are given on the right side of Fig. 5. As can be
found, N2 and N3 are detected again as they have only one
review, the number of reviews is too little compared with
that of other films. Node N1 corresponds to the film The Lit-
tle Mermaid 2002which has very few reviews and reviewers,
its ratings are unevenly distributed with only the 3-star rat-
ing and 5-star rating, each accounting for 50 percent, and its
rating span is 91. As a result, it may be an unpopular movie.
Node N4 corresponds to the film Beauty and the Beast that
has large numbers of reviews and reviewers, node N5 corre-
sponds to the film The Little Mermaid 1989 that has a great
many review votes, and both of them have extremely high
average star ratings, which clearly highlights their popular-
ity and attractiveness in the public.

5.6 Parameter Analysis

In this part, we mainly investigate the impact of the follow-
ing two parameters on model performance: (1) the parame-
ter �, (2) the hidden layer size.

5.6.1 Trade-Off Between Structure and Attribute

Note that the parameter � controls the proportion of struc-
ture and attribute reconstruction errors in the abnormal
score sðviÞ. When � ¼ 1, only the degree of deviation in
structure is considered in sðviÞ, while sðviÞ only reflects the
deviation in terms of attributes when � ¼ 0. In both two
extreme cases, Alarm downgrades to a mediocre model that
can merely spot structural or contextual anomalies. In this

section, we investigate the impact of structure and attribute
reconstruction errors on the final identification of anomalies
by varying the value of �. Fig. 6 illustrates the performance
of Alarm-weighted on Books, Enron (real-world datasets),
and SynGraph (synthetic dataset) under different magni-
tudes of �. As can be seen, the changing pattern of AUC
scores on Books and Enron datasets is basically consistent,
and the best AUC is obtained on the order of � ¼ 0:001,
which means more emphasis on considering attribute errors
contributes to improving the performance of anomaly detec-
tion. While the change rule is quite distinct on SynGraph
dataset, and the best AUC is achieved when the magnitude
of � becomes 0.1. After conducting further analysis to exam-
ine the characteristics of datasets, we may observe that the
anomalies existed in the real-world datasets including Books
and Enron mostly belong to contextual and community
anomalies which exhibit huge deviations in attribute values,
while the number of structural anomalies is relatively small.
Naturally, on real-world datasets, the magnitude of � is set
to 0.001, forcing the computed abnormal score to reflect
much more deviations in attribute values. On the contrary,
recall that we inject structural and contextual anomalies into
the synthetic dataset SynGraph at a ratio of 2:4. Thus, there is
little difference in magnitude between these two types of
anomalies, which reflects in the optimal value of �. Overall,
the results indicate that considering abnormal scores from
only structure or attribute aspect is insufficient to dig out

Fig. 5. Abnormal films detected by ALARM-weighted in the user-guided mode from two views (left: rating information, right: rating and review informa-
tion accounted for 30 and 70 percent respectively). Items marked with red are anomalous.

Fig. 6. Impact of different magnitudes of � on detection performance.6. It means the time between the first rating and the last rating.
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various types of anomalies, it is necessary to find a proper
trade-off parameter to balance the structure and attribute
reconstruction errors for the best detection performance.

5.6.2 Hidden Layer Size

Next we explore the impact of different hidden layer sizes
(i.e., dimensionality) on detection performance. Here we
select Aminer and Enron datasets as representatives. Figs. 7
and 8 show how the AUC scores vary with different
dimensionality on these two datasets, respectively. First, on
Aminer, the encoder we employed is a 2-layer GCN. Typi-
cally in a deep encoding process, the size of the latter layer is
less than or equal to that of the previous layer. Specifically, if
the dimension of the first hidden layer is 16, then the dimen-
sion of the next hidden layer generally does not exceed 16.
Thus in Fig. 7, only half of the parameter settings are valu-
able. We observe that the proposed ALARM can almost
achieve the best performance under various settings. Second,
the GCN encoder on Enron has only one layer. Fig. 8 indi-
cates that the increase of dimensions does help the perfor-
mance improvement, but only a little. Based on the above
results, it is safe to conclude that our proposed ALARM is not
overly sensitive to hidden layer size.

5.7 Influence of Model Depth

Now we explore the influence of model depth on detection
performance via adjusting the number of GCN layers in the

encoder. In addition to the standard ALARM model (here we
select ALARM-weighted as the representative), we report the
results of its variant that uses an only single GCN encoder,
which means this variant ignores the inherent multi-view
property of data. Moreover, due to the difficulty of training
deep neural networks, suggested by [65], we also experi-
ment with a counterpart residual version of standard ALARM

model, which adds residual connections between hidden
layers to facilitate the training of deep networks. In experi-
ments, we start introducing residual shortcuts from the sec-
ond layer to prevent the difference in the input and output
dimension of the first layer. The detailed network architec-
ture is illustrated in Fig. 9. We train these three models for
fixed epochs (100 on Enron, 200 on ConGraph) in an unsu-
pervised pattern and the involved hyperparameters remain
untouched.

Fig. 10 summarizes the AUC scores of these models on
Enron and ConGraph datasets. It can be seen that the best
results for the datasets considered here are obtained with a
1- or 2-layer model. As the number of layers increases, train-
ing the single encoder model can become difficult and its
performance decreases explicitly. Compared to the above
variant, the performance degradation of the standard ALARM

model is relatively less severe. We attribute it to the adop-
tion of an aggregator in ALARM, which aggregates the output
of multiple encoders through learnable parameters such
that provides additional adjustment space to fit in with the
deep model. Furthermore, the increase of model depth

Fig. 7. AUC scores of different hidden layer sizes on Aminer dataset. Fig. 8. AUC scores of different hidden layer sizes on Enron dataset.

Fig. 9. Network architecture for a variant that treat data in a single-view pattern (left), standard ALARM model (middle), and a residual variant (right),
taking the given multi-view attributed network G contains 3 views for example.
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highlights the performance gap between models with and
without residual connections. This observation validates the
merit of enabling the model to transmit information from
the previous layer’s input to subsequent layers via identity
shortcut connections during training deep neural networks.

6 CONCLUSION

In this work, we introduce a deep multi-view framework
ALARM for detecting anomalies on attributed networks,
which supports self-learning and user-guided learning.
ALARM appropriately tackles heterogeneous attribute char-
acteristics brought by multi-view data and skillfully imple-
ments user-oriented anomaly detection via extracting view-
based features with multiple independent GCNs and aggre-
gating them based on user-oriented settings reflecting user
preferences. Experiments on synthetic datasets show that
even if the data does not contain natural multi-view attrib-
utes, ourALARM still achieves the best results by randomly
splitting the attribute set. And it has an advantage in train-
ing speed. In addition, experiments on real-world datasets
demonstrate the effectiveness ofALARM in detecting anoma-
lies on multi-view attributed networks. Besides, a case
study on the Disney dataset indicates that our approach can
well incorporate user preferences into anomaly detection,
which provides personalized anomaly detection services for
users. Overall, we revisit the problem of anomaly detection
from a multi-view perspective and propose a deep multi-
view framework to better deal with the differentiation and
association between multiple views. Meanwhile, we intro-
duce a user-oriented setting into the model so that users can
steer the detection process, while few existing techniques
take the user’s interest into consideration. Besides, our
ALARM framework can be intuitively extended to deal with
time series anomaly detection problems. A simple method
is to run theALARM framework on each timestamp to detect
anomalies at each moment. Since our algorithm requires rel-
atively little training time, it will be feasible in practice.
Especially, when users focus on different views at different
moments (ALARM runs in the user-guided mode), the above
method seems to be a good choice as it provides users with
a way to steer the detection process by inputting preferences
at any time. Another promising method is to explore a more
sophisticated GNN architecture to capture the temporal
characteristics of graphs. For example, we can use the

spatio-temporal graph convolutional network (STGCN) [66]
to replace the original GCN to encode the time-evolving
attributed networks.

Future work will concentrate on (1) inferring user prefer-
ences with additional user modeling information rather than
the manual assignment by users themselves; (2) introducing
feature selection into traditional GCNs or using other
advancedGNNs to improve detection accuracy; (3) exploring
the impact of other aggregation strategies, e.g., element-wise
max operation, mean operation or more sophisticated aggre-
gators on performance.
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