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Exploiting Multi-Label Information for Noise Resilient
Feature Selection

LING JIAN, College of Science, China University of Petroleum
JUNDONG LI and HUAN LIU, Computer Science and Engineering, Arizona State University

In conventional supervised learning paradigm, each data instance is associated with one single class label.
Multi-label learning differs in the way that data instances may belong to multiple concepts simultaneously,
which naturally appear in a variety of high impact domains, ranging from bioinformatics, information retrieval
to multimedia analysis. It targets to leverage the multiple label information of data instances to build a
predictive learning model which can classify unlabeled instances into one or multiple predefined target
classes. In multi-label learning, even though each instance is associated with a rich set of class labels, the
label information could be noisy and incomplete as the labeling process is both time consuming and labor
expensive, leading potential missing annotations or even erroneous annotations. The existence of noisy and
missing labels could negatively affect the performance of underlying learning algorithms. More often than not,
multi-labeled data often has noisy, irrelevant and redundant features of high dimensionality. The existence
of these uninformative features may also deteriorate the predictive power of the learning model due to the
curse of dimensionality. Feature selection, as an effective dimensionality reduction technique, has shown
to be powerful in preparing high-dimensional data for numerous data mining and machine learning tasks.
However, a vast majority of existing multi-label feature selection algorithms either boil down to solving
multiple single-labeled feature selection problems or directly make use of the imperfect labels to guide the
selection of representative features. As a result, they may not be able to obtain discriminative features shared
across multiple labels. In this paper, to bridge the gap between rich source of multi-label information and its
blemish in practical usage, we propose a novel noise resilient multi-label informed feature selection framework
- MIFS by exploiting the correlations among different labels. In particular, to reduce the negative effects of
imperfect label information in obtaining label correlations, we decompose the multi-label information of data
instances into a low-dimensional space and then employ the reduced label representation to guide the feature
selection phase via a joint sparse regression framework. Empirical studies on both synthetic and real-world
datasets demonstrate the effectiveness and efficiency of the proposed MIFS framework.
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1 INTRODUCTION
Classification is one of the most canonical supervised learning tasks in machine learning and data
mining. Given a set of training data with accompanying features and class labels, the target is
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to build a predictive model which is able to assign labels to unlabeled test data. A fundamental
assumption behind conventional classification algorithms is that they assume that each data instance
is described by one concept or belongs to one single class label, resulting in the so-called binary
classification or multi-class classification problem. Recent years have witnessed an increasing
number of applications involving multi-labeled data in which each instance x is associated with
multiple labels y = [y1, · · · ,yk ] simultaneously (yi ∈ {0, 1} indicates whether the instance belongs
to the corresponding class yi or not) [20, 23, 29, 47, 50, 60]. For example, in bioinformatics, a gene
may be related to multiple functions [16]; in information retrieval, each document may cover
several topics [25]; and in image processing, an image may be annotated with different scenes
[3]. With the widespread of multi-labeled data, multi-label learning emerges and attracts a surge
of research interests in recent years and is widely applied in real-world applications such as text
categorization [41], image annotation [26], and tag recommendation [29], to name a few.
Normally, multi-labeled data in the aforementioned applications such as gene sequences, texts

and images are represented by feature vectors of very high dimensionality. On one hand, the high
dimensionality of multi-labeled data significantly increases the memory storage requirements
and computational costs for many learning algorithms such as information retrieval and pattern
recognition. On the other hand, it can easily overfit the underlying learning models due to the
curse of dimensionality [13] such that the learned model cannot be well generalized to the test data.
To resolve this issue, feature selection [33, 38] is widely used to reduce the dimensionality of data
by selecting a subset of the most discriminative features from the original high-dimensional feature
space. During the selection phase, relevant features beneficial for learning (such as classification)
are kept while noisy, redundant and irrelevant features which may negatively affect the learning
performance are removed. By using feature selection, we can build simpler and more comprehen-
sive models, improve the learning performance, and prepare clean and understandable data for
consequent learning tasks. Feature selection algorithms can be broadly categorized into supervised
methods and unsupervised methods depending on whether label information is involved in the
selection phase. With label information, supervised methods attempt to find representative features
that have high correlation with the class labels as these features can help discriminate data instances
from different classes [49]. Some representative supervised feature selection algorithms include
Lasso [51], MRMR [44], Relief [45], Information Gain [55], etc. Distinct from supervised methods,
without label information to assess features, unsupervised methods [1] exploit alternative criteria
such as data similarity [6, 22], local discriminative information [36, 56] or data reconstruction
error [18, 35] to assess the importance of features.
Despite the fact that label information is helpful in evaluating the importance of features, it

is a nontrivial task to directly perform feature selection on multi-labeled data due to its distinct
characteristics. First, a vast majority of conventional supervised feature selection predominately
focused on single-labeled data where different class labels are mutually exclusive. However, in
multi-labeled data, data instances could be associated with multiple concepts simultaneously and
these concepts are typically not independent but are inherently correlated. For example, in text
categorization, the category of “sports" is more closely related to the category of “athletics" than to
the category of “soap stars". Therefore, it is crucial to find some common features for the classes
of “sports" and “athletics", and also, the selected features should be able to separate data instances
from the category of “sports" (or “athletics") and “soap stars". Second, it is quite difficult to obtain
labels properly for multi-labeled training instances. The major reason is that multiple labels of
instances are often annotated by human beings, and it is natural for us to make some incorrect
or incomplete annotations especially when we are provided with hundreds or even thousands of
labeling options. For example, a large-scale multi-labeled dataset Delicious Large [52] contains
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up to 200K labels. The noisy and incomplete class labels in a very large label space hinder us to
find their accurate correlations with data instances, which further affect the subsequent selection
phase in a negative way. In this regard, it is important to seek a reasonable way of exploiting label
correlations from flawed labels for multi-label feature selection. A vast majority of existing methods
for multi-label feature selection can be broadly categorized into two groups. The first category
of methods create a binary training set of each label in a way that conventional single-labeled
feature selection algorithms can be directly applied. Then the final feature importance is returned
by aggregating the results from multiple single-labeled feature selection. As the feature selection
is performed individually for each class label, then the label correlation is inevitably ignored. In
addition, they suffer from the problem of data sparsity and imbalance as the number of instances
for a single label could be very sparse and the class distribution could be imbalanced. The second
category of methods, on the other hand, deal with multiple labels simultaneously for a subset
of relevant features. However, most of these algorithms are based on the assumption that the
label information is perfect and complete and can be directly used to assess feature relevance.
Not surprisingly, they do not perform well in finding relevant features when we are faced with
the flawed labels. Therefore, it is of urgent need to develop a sophisticated noise-resilient feature
selection algorithm for multi-label learning.
To tackle the above challenges in multi-label feature selection, in this paper, we propose a

multi-label informed feature selection framework, named MIFS. We build up the model based on
a sophisticated sparse learning framework, which is one of the most popular feature selection
methods. Typically, it embeds feature selection into the underlying learning model by minimizing
the fitting error of the training data with a sparse regularization term. In this way, it will force the
feature coefficients of non-informative features to be small or exact zero, then the corresponding
features could be directly eliminated. The proposed MIFS framework has three key phases. In
the first phase, to handle the noisy and incomplete class labels, we propose to map the original
multi-label information into a low-dimensional latent semantic space. The correlations among labels
are captured in the latent semantic space, and also, the noisy information in the original label space
can be greatly reduced. In the second phase, we make use of the reduced label representation and
regard them as regression target to guide the selection of relevant features in the high-dimensional
feature space with sparse regularization. Clearly, the reduced label representation should reflect
the discriminative information of data instances, thus we make the label similarity in the reduced
label space to be consistent with the data similarity in the original feature space. The resultant
multi-label feature selection framework MIFS involves solving a non-convex and non-smooth
optimization problem. To solve it, we develop an effective yet efficient algorithm to solve the
optimization problem of MIFS. Specifically, we relax the non-smooth sparse regularization term
to reformulate it as a smooth optimization problem. Then we leverage alternating optimization
algorithm to obtain a local optimum. Afterwards, we can rank the importance of features according
to the feature weights and return the top ranked ones.

The major contributions of this paper are summarized as follows:

• Introducing a principled way of exploiting label correlations for feature selection in the
presence of noisy and incomplete label information;
• Proposing a novel noise resilient multi-label informed feature selection framework MIFS
which is able to select discriminative features across multiple class labels;
• Developing an effective yet efficient algorithm to address the optimization issue of MIFS and;
• Conducting experiments on both synthetic and real datasets to demonstrate the effectiveness
and efficiency of the proposed MIFS framework.
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The original version of this paper is published in the conference of IJCAI 2016. Compared with
the conference version, the main changes are as follows:
• The MIFS model is slightly modified by making the latent matrices V and B nonnegative as
the nonnegative constraint makes the decomposition process more physically interpretable.
• We compare theMIFSmethodwith its two-stage variantMIFS Two-Stage. Specifically, the two-
stage variant first obtains latent label representation from the original noisy and incomplete
labels and then performs feature selection. By comparing MIFS with MIFS Two-stage, we
first show the importance of embedding label decomposition into feature selection.
• In the Experimental Section, we add two datasets, i.e., Arts and NUS-wide. Besides, we com-
pare the proposed MIFS with two more feature extraction methods for a more comprehensive
comparison. Also, we reorganize the experiments by tuning the hyper-parameters on the
held out validation set, and present the results based on the selected parameters.
• Friedman test and the corresponding post-hoc tests are used to better validate the superiority
of the proposed method and make the proposed method statistically sound.

The remainder of this paper is organized as follows. In Section 2, we introduce the proposed
noise-resilient multi-label informed feature selection framework MIFS with an effective yet efficient
alternating optimization algorithm. In Section 3, empirical evaluations on both synthetic and real
datasets are given to show the superiority of the proposed framework. In Section 4, we review
related work on sparse learning based feature selection, multi-label learning and weak label learning.
The conclusions and future work are presented in Section 5.

2 NOISE RESILIENT MULTI-LABEL INFORMED FEATURE SELECTION FRAMEWORK
In this section, we first summarize some symbols used throughout this paper and then introduce
the formulation of the proposed framework.

2.1 Preliminary
Before talking about the detailed algorithms of noise resilient multi-label informed feature selection,
we summarize some symbols that are used throughout this paper in Table 1. We use bold uppercase
character to denote matrix (e.g., A), bold lowercase character to denote vector (e.g., a), the i-th
entry of a as ai , the (i, j)-th entry of A as Aij, the i-th row of A as Ai :, transpose of A as AT , trace
of A as Tr(A) if A is a square matrix. For any matrix A ∈ Rn×d , its Frobenius norm is defined
as ∥A∥F =

√∑n
i=1
∑d

j=1 A
2
i j , its ℓ2,1-norm is ∥A∥2,1 =

∑n
i=1

√∑d
j=1 A

2
i j . Suppose that in the multi-

labeled dataset, we have n instances x1, · · · , xn ∈ Rd and k different labels Y = {c1, · · · , ck }. Each
instance xi is associated with a subset of labels in Y , we represent this subset of labels by a binary
vector yi = [y1i , · · · ,y

k
i ] ∈ {0, 1}

k where y ji = 1 (j = 1, · · · ,k) if xi is associated with label c j .
Following the expressions of MATLAB, we denote the data matrix as X = [x1; x2; · · · ; xn] ∈ Rn×d
and label matrix as Y = [y1; y2; · · · ; yn] ∈ {0, 1}n×k .

2.2 Formulation
As mentioned previously, in multi-label learning problems, each instance is associated with multiple
class labels and these labels may not be independent but are correlated with each other. Therefore,
during the feature selection process, it is beneficial to explicitly take the label correlations into
consideration. In this way, we are able to find common features for strongly correlated labels and
different features for weakly correlated labels. For example, to identify if a document belongs
to the category of “sports" or “athletics", the same set of word features such as “win", “score",
and “champion" can be regarded as relevant features. While on the other hand, to differentiate
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Table 1. Descriptions of symbols used in this paper.

Notations Definitions
n number of instances in the data
d number of features in the data
k number of labels in the data

f1, f2, · · · , fd d features
c1, c2, · · · , ck k labels
xi ∈ Rd the i-th instance
X ∈ Rn×d data matrix
Y ∈ Rn×k label matrix
V ∈ Rn×c low-dimensional latent semantic matrix
W ∈ Rd×c coefficient matrix of features
B ∈ Rc×k coefficient matrix of latent semantics
S ∈ Rn×n affinity matrix of data instances

the categorization of a document for the classes of “sports" and “soap stars", different sets of
discriminative features will be selected. Despite the importance of leveraging label correlation for
feature selection, it is difficult to extract label correlations from multiple labels directly. In reality,
multi-labeled data often consists of hundreds or even thousands of human annotated labels. In this
regard, it is inevitable for human beings to make some incorrect and incomplete labeling during the
arduous annotation work. The existence of these noisy and incomplete label information makes it
difficult to estimate the correlation between features and class labels, which will further negatively
affect the finding of important features.
Motivated by Latent Semantic Indexing (LSI) [14], we propose an effective way to decom-

pose the multi-labeled output space to a low-dimensional latent semantic space, and employ this
low-dimensional space to guide the feature selection process. One encouraging property of this
low-dimensional space is that most of the structures in the original output label space can be
explained and recovered. Meanwhile, noisy information in the output space is greatly reduced [57].
Mathematically, it decomposes themulti-labeled output spaceY to a product of two low-dimensional
nonnegative matrices V ∈ Rn×c and B ∈ Rc×k by minimizing the following reconstruction error:

min
V≥0,B≥0

∥Y − VB∥2F , (1)

where V denotes the latent semantics of the multi-label information. It can be interpreted that
we cluster the original k labels into c different clusters, and each cluster has a specific semantic
meaning. For example, in text categorization, labels of “sports" and “athletics" are more likely to
encode similar latent semantic meanings and are more likely to be grouped into the same cluster.
In contrast, “sports" and “soap stars" could convey quite different latent semantic meanings and
will be in different clusters. With the latent semantic matrix V, then B is a coefficient matrix, and
each column in B shows the coefficient of each label in these c latent semantic variables. It should
be noted that we impose a nonnegative constraint on the decomposition phase, the main reason is
that the obtained latent semantic matrix will be more physically interpretable [11, 31].
Since the low-dimensional latent semantic matrix V encodes label correlations and greatly

reduces the noise in the original multi-label output space, it can help us to accurately estimate the
correlation between the features and the multi-label information. Specifically, our target is to find
discriminative features that can separate data instances from different latent semantic variables.
In this regard, we regard the latent semantic matrix V as regression target and perform feature
selection via a multivariate regression model. The target is to minimize the fitting error between
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the data X and the regression target V. To achieve feature selection, we impose a sparse group
lasso penalty term on the feature weight such that the learned feature weight will be sparse across
multiple latent semantic variables, which is appealing for feature selection as we can only focus on
the features with nonzero feature weight. In particular, we propose to perform label decomposition
and feature selection simultaneously via solving the following optimization problem:

min
W,V≥0,B≥0

∥XW − V∥2F + α ∥Y − VB∥
2
F + γ ∥W∥2,1, (2)

whereW is a feature coefficient matrix and each row ofW measures the importance of i-th feature
in approximating the latent sematics V. The ℓ2,1-norm regularization term is imposed on W to
ensure that W is sparse in rows, i.e., it achieves joint feature sparsity for all c latent semantic
variables. The parameter α balances the contribution of feature learning and label decomposition.
The other parameter γ controls the sparsity of the model.

In addition, since we employ low-dimensional latent semantics V to guide the feature selection
process by fitting the regression error between the data instances and the latent semantics, the
reduced latent semantics should reflect the discriminative information of data instances. Therefore,
we need to ensure that the local geometry structures are consistent between the input space X and
the reduced low-dimensional latent semantics V. In other words, if two instances are close to each
other in the input space X, then they should also be close to each other in the latent semantic space
V. Mathematically, the target can be achieved by minimizing the following term:

1
2

n∑
i=1

n∑
j=1

Si j (Vi : − Vj :)
2

=Tr(VT (A − S)V)

=Tr(VT LV)

(3)

where L = A − S is the graph laplacian matrix and A is a diagonal matrix with Aii =
∑n

j=1 Si j . Vi :
denotes the latent semantics of yi and Si j denotes the similarity between xi and xj . In this paper,
we follow [6] to build a nearest neighbor graph to effectively model local geometry structure in the
input space X and the affinity graph is defined as:

Si j =



exp(− ∥xi−xj ∥
2

σ 2 ) if xi ∈ Np (xj ) or xj ∈ Np (xi )
0 otherwise,

where Np (xi ) denotes the p-nearest neighbors of instance xi . Specifically, we only consider that
two instances xi and xj as similar (Si j , 0) if xi is among the p-nearest neighbors of xj or xj is
among the p-nearest neighbors of xi .

By integrating the local geometry structure of the data, the final objective function for the noise
resilient multi-label informed feature selection (MIFS) can be formulated as follows:

min
W,V≥0,B≥0

∥XW − V∥2F + α ∥Y − VB∥
2
F + βTr(V

T LV) + γ ∥W∥2,1, (4)

where β is a parameter that measures how the local geometry structure of the data is preserved
in the latent semantic space. It can be observed from the objective function of MIFS in Eq. (4)
that the latent semantics V involves in three terms, it captures label correlations, preserves local
geometry structure and guides feature selection process simultaneously. The feature coefficient
matrixW involves in two terms, it makes X approximate V via a regression model and achieves
feature selection by a ℓ2,1-norm regularization. There are three variables in the above objective
function, we will introduce an effective yet efficient way to obtain these model parameters in the
next subsection.
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2.3 Optimization Algorithm for MIFS
It can be observed that the objective function of MIFS in Eq. (4) is not convex w.r.t. all these
variables V, B and W jointly. Therefore, it is difficult to obtain a global optimal solution for
the above optimization problem. In addition, it is also not smooth due to the ℓ2,1-norm sparse
regularization term onW as the derivative of ∥W∥2,1 cannot be obtained everywhere in its feasible
domain. Motivated by [43], we relax the term ∥W∥2,1 by 2Tr(WTDW), where D is a diagonal
matrix with its diagonal element Dii =

1
2
√
<Wi :,Wi :>+ϵ

and ϵ is a small positive constant. In this
way, the relaxation 2Tr(WTDW) is smooth and its derivative can be achieved everywhere, i.e., the
denominator of Dii cannot be zero. Therefore, in the following part, we only need to focus on
solving the non-convex but smooth optimization problem as follows:

min
W,V≥0,B≥0

∥XW − V∥2F + α ∥Y − VB∥
2
F + βTr(V

T LV) + 2γTr(WTDW)

s.t. D =
1

2
√
< Wi :,Wi : > +ϵ

.
(5)

To optimize the new relaxed smooth objective function with a nonnegative constraint, we
propose an effective yet efficient alternating optimization algorithmwith projected gradient descent.
Specifically, in each iteration, we update one variable while fix the other two variables since the
objective function in Eq. (5) is convex when any two variables are fixed. In addition, the objective
function is differentiable, thus we can apply gradient descent method in an alternating way to
update the model parameters. By taking the derivative of objective function w.r.t. variablesW, V
and B respectively, we have the following formulations:




∂Θ
∂W = 2[(XT (XW − V) + γDW)]
∂Θ
∂V = 2[(V − XW) + α (VB − Y)BT + βLV]
∂Θ
∂B = 2αVT (VB − Y).

(6)

To deal with the nonnegative matrix constraint of matrix V and B, we employ the projected gradient
descent method [37] to project the updated solution of gradient descent to a bounded region. With
these, the update rule of the alternating algorithm for MIFS is summarized as follows:




W :=W − λW ∂Θ
∂W

V := P[V − λV ∂Θ
∂V ]

B := P[B − λB ∂Θ
∂B ].

(7)

Here P[X] is a box projection operator which maps the update X to a bounded region to ensure
the nonnegativity:

P[X]i j =
{

Xi j i f Xi j ≥ 0
0 otherwise .

(8)

λW , λV and λB are stepsizes for these three gradient descent update rules. In each iteration, it needs
O (ndc + n2) operations to update all these three variables. Hence, the chosen of suitable stepsizes
is of crucial importance to accelerate the convergence rate and to reduce the total running time of
MIFS, especially for large-scale (large n) and high-dimensional (large d) problems. In the current
work, to speed up the convergence rate, we employ Armijo rule [2] to adaptively determine the
stepsizes λW , λV , and λB in each iteration.
After obtaining the model parameters, we rank all features according to the value of ∥Wi :∥2

(i = 1, · · · ,d) in a descending order and return the top ranked features. The pseudocode of the
multi-label informed feature selection framework MIFS is illustrated in Algorithm 1 .
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ALGORITHM 1: Noise resilient multi-label informed feature selection (MIFS).

Require: Initialize W, V, B by specifying them to be random matrices (V and B are initialized to be
nonnegative), parameters α , β,γ

Ensure: Top rankedm features

1: Repeat
2: ∂Θ

∂W = 2[(XT (XW − V) + γDW)];
3: ∂Θ

∂V = 2[(V − XW) + α (VB − Y)BT + βLV];
4: ∂Θ

∂B = 2αVT (VB − Y);
5: determine stepsizes λV , λB and λW with Armijo rule;
6: V := P[V − λV ∂Θ

∂V ];
7: B := P[B − λB ∂Θ

∂B ];
8: W :=W − λW ∂Θ

∂W ;
9: Update D according toW;
10: Until Convergence
11: Return the optimal feature weightW∗;
12: Rank features according to ∥W∗i :∥2 in a descending order and return the top rankedm features.

3 EXPERIMENTAL STUDY
In this section, we first present an experiment to compare the proposed MIFS with a variant of the
proposed framework (i.e., MIFS Two-Stage) which first finds optimal latent semantic matrix V of
output variables Y by using Eq. (1) and then performs feature selection (with the 1st, 3rd and 4th
term of Eq. (4)). Secondly, we present an experiment on synthetic datasets to show the efficacy
of the proposed MIFS method for imperfect labels (including incomplete labels and noisy labels)
and noisy features. Thirdly, we conduct experiments on real-world multi-labeled datasets to assess
the performance of the proposed noise resilient multi-label informed feature selection framework
MIFS. In the current work, all experiments are performed in MATLAB 7.14 environment on a single
computer with 3.4 GHz Intel Core i7 processors and 32 Gb of RAM. We use the same stopping
criterion for optimization procedure on other comparison algorithms RFS, CSFS, SFUS, MDDM and
MLLS. The details of these compared baseline methods will be introduced later.

3.1 Datasets
Wefirst use the datasets of Yeast and Topics to derive some synthetic datasets to show the potential of
proposed MIFS framework in dealing with noisy and incomplete label information. Yeast1 contains
microarray expression data and phylogenetic profiles of 2417 genes and each gene is associated
with multiple functional classes. Topics is a text data from RCV1, which will be introduced later. In
addition to these two synthetic datasets, we also perform experiments on real-world datasets to
validate the efficacy of the proposed framework. These real-world datasets are publicly available
benchmark datasets2, including one image dataset (i.e., Scene [3]) and five text datasets. The Scene
dataset consists of 400 images from Corel stock photo library and some personal images. Each
image is associated with a subset of six semantic scenes (beach, sunset, fall foliage, field, urban, and
mountain). RCV1 [32], i.e., Reuters Corpus Volume 1, is an archive of over 80,000 newswire stories.
Each document is represented with TF-IDF format and has been cosine normalized. From the
RCV1 repository, we choose three representative multi-labeled text datasets Topics, Regions, and
Industries. Arts is a multi-topic web page categorization dataset from the domain of “yahoo.com"
1http://mulan.sourceforge.net/datasets-mlc.html
2https://www.csie.ntu.edu.tw/~cjlin/libsvmtools/datasets/
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Table 2. Details of benchmark datasets.

Dataset #Validation # Training # Test # Features # Labels
Yeast 0 1500 917 103 14

Topics (synthetic) 2000 2000 2000 14171 101
Scene 600 911 896 294 6
Topics 2000 2000 2000 14171 101
Regions 2000 10575 12953 7236 228
Industries 2000 5967 8967 18894 354

Arts 2000 1000 1772 23146 26
NUS-wide 2000 3000 7000 500 81

[27]. The top-level categories are further divided into a number of second-level subcategories, and
those subcategories form the topics to be classified. NUS-wide3 is a web image dataset with 500
features and 81 target concepts [8]. Details of these datasets are listed in Table 2.

3.2 Experimental Settings
3.2.1 Evaluation Criteria. Given the test dataset {(xi , yi )}ti=1 and k classifiers { f1 (x), · · · , fk (x)}

(one for each class label), four evaluation metrics widely used in multi-label learning are employed
in this paper. Among these measures, Macro-Average and Micro-Average are based on the F1 score,
which is one of the most popular metrics for binary classification evaluation [57]. F1 score is defined
as the harmonic mean of precision and recall:

F1 =
2TP

2TP + FP + FN
, (9)

where TP denotes the number of true positives, FP denotes the number of false positives and FN
denotes the number of false negatives.

Micro-average can be considered as a weighted average of F1 score over all output labels:

Micro-average =
∑k

i=1 2TP
i∑k

i=1 (2TP
i + FPi + FNi )

. (10)

Macro-average is an arithmetic average of F1 score of all output labels:

Macro-average =
1
k

k∑
i=1

2TPi

2TPi + FPi + FNi . (11)

TPi , FPi and FNi denotes the number of true positives, false positives and false negatives in the
i-th class label, respectively.

In addition to that, the Ranking Loss and Average Precision which are specifically designed for
multi-label learning are also used for evaluation in this paper. Details of Ranking Loss and Average
Precision can be referred to [58, 59].

The higher the Micro-Average, Macro-Average and Average Precision values are, the better the
classification performance is. For Ranking loss, on the other hand, a lower value indicates a better
classification performance.

3http://lms.comp.nus.edu.sg/research/NUS-WIDE.htm
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3.2.2 Multi-label Learning by binary classification. Following the standard way to validate
supervised feature selection, we evaluate the proposed MIFS framework on the classification task.
To have a fair comparison with existing methods, we decompose the multi-label classification
problem into multiple binary classification problems, and then employ SVM to learn these binary
classifiers with a five-fold cross validation. In the experiments, we use the SVM implementations
in the Liblinear toolbox [17]. It is an extension of the “one-against-all" method for multi-class
classification problem. The basic idea is to decompose the multi-label learning problem into k
independent binary classification problems:




f1 (x) = wT
1 x + b1,
...

fk (x) = wT
k x + bk .

(12)

The i-th classifier fi (x) is learned by setting the training samples from class label i to be positive
points and others to be negative. However, in this way, the derived binary classification problems
may not be balanced [55]. To tackle this problem, Yang [55] proposed an intuitive approach to adjust
the threshold of decision function to achieve the best evaluation measure on the validation set. This
method is referred to as the SCut method [55], and has been successfully used for text categorization
[32]. In the SCut method, the free parameter fbr is used to set the threshold.Algorithm 2 shows the
details of the SCut method. In the experiments, we check eight fbr values from 0.1 to 0.8. It should
be pointed out that in Algorithm 2 (in Appendix) one needs to specify an evaluation measure
such as the Macro-Average and the Micro-average. In the current work, we select Macro-Average
as the evaluation measure.

3.2.3 Compared Methods. MIFS is measured against the following state-of-the-art feature selec-
tion/extraction methods for multi-label classification. The number of selected features are varied as
{2%, 4%, · · · , 20%} of the total number of features.

(1) F-Score: Fisher Score [13] selects features by assigning similar feature values to the instances
within the same class and different feature values to the instances from different classes. The
features with the highest discriminative power are selected.

(2) RFS: Robust Feature Selection [43] applies ℓ2,1-norm regularization for both the loss function
and the regularization term. It is robust to outliers in the input space and is able to select
features across all instances with a joint sparsity.

(3) CSFS: Convex Semi-Supervised Multi-Label Feature Selection [7] is a convex algorithm de-
signed for large-scale multi-label feature selection. In this experiment, we adopt its supervised
version for a fair comparison.

(4) SFUS: Sub-Feature Uncovering with Sparsity [40] incorporates joint sparse feature selection
with multi-label learning to uncover shared feature subspace. Here, the reduced dimension is
set to be k

3 where k is the dimension of output space, i.e., the number of class labels.
(5) MDDM: Multi-Label Dimensionality reduction via Dependence Maximization [62] projects

the original data into a lower dimensional feature space by maximizing the dependence
between the original features and the associated class labels. Here, the projection type is
specified as “proj".

(6) MLLS: MLLS [27] embeds the feature selection process into the classification model. Specifi-
cally, it employs least squares loss for multi-label classification and extract the shared subspace
by solving a generalized eigenvalue problem. Here, the dimension of shared spaces is set to
be k

3 where k is the dimension of output space, i.e., the number of class labels.
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It should be noted that among the above mentioned baseline methods, F-Score, RFS, CSFS, SUFS
can be regarded as multi-label feature selection methods while the other two methods MDDM and
MLLS are multi-label feature extraction methods.

3.3 Experimental Results
In MIFS, there is a set of model parameters need to be determined in advance. First, to model the local
geometry structure in the input spaceX, we set the parameters of σ and p to be 1 and 5, respectively.
There are three important regularization parameters α , β , and γ in MIFS. Similarly, RFS, CSFS, SFUS,
MDDM, and MLLS also have different regularization parameters. For a fair comparison between
methods, we firstly tune the model parameters on a separate validation set, and then use the best
model parameters to perform feature selection on the training set. At last, we test the performance
of different methods on the test set by the following measures: Micro-Average, Macro-Average,
Average Precision and Ranking Loss. The regularization parameters for these methods are varied
in the range of {10−4, 10−3, 10−2, 0.1, 0.2, 0.4, 0.6, 0.8, 1, 10}. As there are three parameters in the
proposed MIFS method, performing “grid search" to obtain the best model parameters could be
time consuming. To save time, we tune one parameter with the other parameters fixed and then
choose the best parameter setting. The same strategy is also used for other baseline methods.

3.3.1 MIFS vs. MIFS Two-Stage. Firstly, we compare MIFS with its variant MIFS Two-Stage
to show how MIFS performs feature selection when the label information is incomplete. MIFS
Two-Stage first decomposes the original output space Y into a low-dimensional latent semantic
matrix V. Then, based on the learned latent semantic matrix V, MIFS Two-Stage performs feature
selection by minimizing the regression error penalized with a sparse regularization term and a
local geometry structure preserving term as follows:

min
W
∥XW − V∥2F + βTr(V

T LV) + γ ∥W∥2,1. (13)

To show the superiority of MIFS in handling incomplete labels against MIFS Two-Stage, we derive
a set of synthetic datasets from an aforementioned dataset Topics by removing some given labels.
Specifically, we randomly delete some labels by changing the nonzero entries of the label matrix
Y to be zero. The percentage of removed nonzero label entries is varied among {5%, 10%, 15%,
20%}. Then we calculate the reconstruction error between the original output space Y and VB. In
addition, we show the classification performance of MIFS and MIFS Two-Stage in terms of Micro-
Average and Macro-Average after performing feature selection. The comparison results are shown
in Table 3. The ratio of selected feature ranges among {2%, 4%, · · · , 20%}. The averaged performance
w.r.t. Micro-Average and Macro-Average are reported. For simplicity, we set all the regularization
parameters to be 0.1, but the observations are consistent when we specify the model parameters
to other numbers. It can be observed from the table that, compared with MIFS Two-Stage, MIFS
not only reduces the error of the label reconstruction, but also finds more relevant features by
achieving better classification performance. It suggests that by embedding the label reconstruction
process into feature selection, MIFS can better handle the incomplete label information for feature
selection.

3.3.2 Synthetic datasets. In this section, we show how well the proposed MIFS framework
performs on synthetic datasets when label information is noisy and incomplete. Specifically, we
derive a set of synthetic datasets from a real-world dataset Topics by removing some given labels
or adding some random noise on the labels. To simulate the case of incomplete labels, we randomly
delete some labels by changing some nonzero entries of the label matrix Y to be zero. The percentage
of removed nonzero label entries is varied among {5%, 10%, 15%, 20%}. In the case of noisy labels, we
randomly change some entries in the label matrix Y by modifying the values of 1 to 0 or the values
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Table 3. Comparison results of MIFS and MIFS Two-Stage.

Incomplete Two-stage MIFS
Ratio ∥Y − VB∥2F Micro/Macro ∥Y − VB∥2F Micro/Macro
5% 664.53 36.42/12.49 257.41 59.64/29.52
10% 684.69 35.54/11.68 292.07 59.62/29.16
15% 734.37 32.84/11.68 329.27 59.16/28.38
20% 738.16 31.02/11.68 365.82 59.08/28.46

of 0 to 1. The percentage of changed labels is also varied among {5%, 10%, 15%, 20%}. Table 4-5
list the average performance (Micro-average, Macro-average, Ranking loss and Average precision)
of different feature selection/extraction algorithms with different number of selected/extracted
features {2%, 4%, · · · , 20%}. As can be observed, the average classification performance of MIFS
consistently outperforms all other baseline methods in both incomplete label case and noisy label
cases. It indicates that MIFS is indeed a noise resilient feature selection algorithm which is able to
find discriminative features even when labels are missing or when the labels contain explicit noise.

Then we investigate if the proposed MIFS framework can leverage label correlations in finding
relevant features when the data also contains a lot of noisy features. Here, we select a small dataset
Yeast to perform the simulation. First, we generate two kinds of synthetic datasets including
incomplete labels and noisy labels. Then, we add some random noisy features into the Yeast dataset
upon the previous generated synthetic datasets and then perform feature selection on the whole
feature set (including original features and added noisy features). We evaluate different feature
selection algorithms according to the ratio of used features. Specifically, the number of added noisy
features is four times of the number of original features. To simplify the evaluation process, we
select target hitting times as the evaluation measure. To be more specific, if all the features selected
by the feature selection algorithm come from the original feature set, we say the algorithm hits
the original feature set once. Since the ratio of features is varied among {2%, 4%, · · · , 20%}, each
algorithm has 10 tries, and the number of hit times ranges from 0 (all miss) to 10 (all hit). In Table 6,
we list the hitting times comparison results for feature selection algorithms. It can be seen observed
that multi-labeled algorithms, i.e., SFUS and MIFS outperform F-score, CSFS and RFS as they can
leverage multiple labels for feature selection. Furthermore, since MIFS exploits multiple labels via
latent semantics which greatly reduces the noisy information, it outperforms the performance of
SFUS slightly.

3.3.3 Real-world datasets. Next, we perform experiments on real-world datasets to validate the
efficacy of the proposed MIFS framework. Table 7 reports the detailed experimental results of differ-
ent methods. On each dataset, the ratio of selected/extracted features are among {2%, 4%, · · · , 20%}
and the average predictive performance as well as the standard deviation are reported. Furthermore,
the best performance among these seven algorithms is highlighted in boldface. To have a more
comprehensive comparison, we also use the Statlog’ ordering method [42] to list the average ranks
of these algorithms. The ranks are presented in Table 8. We can find that MIFS outperforms other
multi-labeled learning algorithms, i.e., CSFS, SFUS, MDDM, and MLLS in most cases. It demon-
strates that by decomposing the label information into a low-dimensional latent semantic space,
we can still capture the label correlations and alleviate the negative effects of flawed labels to find
relevant features. Also, we can find that the performance of MIFS is superior to the other baseline
methods in most cases. On datasets Scene, Topics, Regions, and NUS-wide, the proposed MIFS
outperforms other methods consistently when the percentage of selected features are less than
20%. This observation shows that MIFS can achieve good classification performance even when a
few number of features are selected, which is very appealing in practice.
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Table 4. Experimental results (mean±std) on synthetic datasets from Topics in the case of incomplete labels
(Ratio (e.g., 5%) denotes the percentage of missing labels).

Measure Ratio F-score RFS CSFS SFUS MDDM MLLS MIFS

Micro-Avg

5% 38.81±4.74 62.34±2.84 61.18±1.94 63.17±3.70 62.40±0.57 62.52±2.42 63.96±0.98
10% 38.80±4.73 61.98±2.18 61.40±2.27 63.22±2.80 28.36±12.12 62.54±2.42 63.95±1.10
15% 38.81±4.74 62.28±2.44 61.16±2.31 62.32±5.01 27.31±10.87 62.52±2.42 63.79±1.28
20% 38.81±4.74 62.52±2.42 61.09±2.25 62.46±5.00 26.48±1.34 62.52±2.42 63.71±1.34

Macro-Avg

5% 14.35±5.14 33.31±1.95 31.97±2.12 34.90±3.02 32.18±0.60 33.94±2.35 35.59±1.52
10% 14.35±5.14 33.19±7.02 32.11±2.35 34.71±2.65 11.59±6.16 33.94±2.35 35.30±1.66
15% 14.35±5.14 33.59±1.99 32.18±2.44 34.42±3.45 6.11±7.17 33.94±2.35 35.33±1.51
20% 14.35±5.14 33.94±2.35 32.17±2.58 34.32±3.92 3.76±1.67 33.94±2.35 35.36±1.51

Ranking Loss

5% 37.96±14.28 11.92±0.71 12.26±0.76 11.72±0.79 15.33±0.26 11.87±0.77 11.45±0.11
10% 37.96±14.48 11.86±0.94 12.12±0.88 11.87±1.04 23.92±3.19 11.87±0.77 11.45±0.12
15% 37.96±14.49 11.96±0.91 12.16±0.79 12.16±1.56 33.25±5.72 11.87±0.77 11.45±0.12
20% 37.96±14.48 11.87±0.77 12.17±0.86 12.15±3.64 47.70±5.59 11.87±0.77 11.45±0.12

Average Precision

5% 18.15±6.75 43.90±2.61 41.85±2.98 45.42±3.85 42.83±0.57 44.57±1.67 46.06±1.98
10% 18.15±6.75 43.89±2.68 42.30±3.24 45.28±3.94 29.00±4.47 44.48±2.96 46.04±2.00
15% 18.16±6.75 44.18±2.79 42.02±2.87 45.23±4.36 14.88±8.55 44.49±2.96 46.09±1.87
20% 18.16±6.75 44.48±2.96 42.23±3.18 45.00±4.80 5.58±3.23 44.48±2.96 46.08±1.89

Table 5. Experimental results (mean±std) on synthetic datasets from Topics in the case of noisy labels (Ratio
(e.g., 5%) denotes the percentage of noisy labels).

Measure Ratio F-score RFS CSFS SFUS MDDM MLLS MIFS

Micro-Avg

5% 27.51±10.36 62.34±3.09 62.15±2.09 63.86±3.12 56.07±4.38 62.34±3.09 63.87±1.11
10% 26.81±13.02 62.41±2.87 63.74±1.68 63.48±3.18 59.89±1.58 62.41±2.88 64.04±1.09
15% 26.80±13.27 62.36±2.78 63.15±1.60 63.47±4.98 60.46±1.19 62.36±2.78 63.81±1.44
20% 25.88±10.72 61.56±2.83 62.94±1.98 63.01±5.03 60.28±1.54 61.57±2.83 63.99±1.10

Macro-Avg

5% 6.22±10.18 33.77±2.82 32.83±2.25 34.86±3.42 31.49±0.56 33.77±2.82 35.33±1.67
10% 5.86±9.55 34.24±2.74 34.46±2.28 34.83±3.53 31.56±1.55 34.24±2.74 35.26±1.90
15% 5.19±9.64 33.63±2.19 33.99±2.03 34.62±3.75 31.62±1.78 33.63±2.19 35.26±2.03
20% 4.79±7.10 33.59±2.23 34.48±2.28 34.08±3.60 31.92±1.27 33.59±2.23 35.17±1.98

Ranking Loss

5% 83.87±32.65 12.02±1.38 11.74±0.56 11.52±0.93 16.38±0.69 12.02±1.38 11.53±0.15
10% 84.22±31.85 12.01±1.22 11.66±0.17 11.54±1.12 16.11±0.80 12.01±1.22 11.52±0.12
15% 85.10±32.13 12.03±1.23 11.62±0.10 11.53±1.37 16.89±0.98 12.03±1.23 11.56±0.20
20% 85.19±29.63 12.26±1.08 11.57±0.19 11.56±1.54 17.20±0.80 12.26±1.09 11.53±0.11

Average Precision

5% 10.67±11.90 44.20±3.91 43.02±2.42 45.44±3.71 42.43±0.12 44.02±3.91 45.90±2.19
10% 10.09±10.82 44.93±4.17 45.06±2.17 45.15±3.65 42.49±0.30 44.93±4.17 45.95±2.17
15% 10.04±11.50 44.33±3.61 45.02±2.45 44.96±4.19 42.23±0.10 44.33±3.62 45.98±2.20
20% 8.94±8.15 43.78±3.55 45.36±2.67 44.80±3.57 42.74±0.90 43.78±3.55 45.82±2.46

Table 6. Hitting times comparision on synthetic datasets from Yeast in case of noisy features and imperfect
labels (Ratio (e.g., 5%) denotes the percentage of missing labels or the percentage of noisy labels).

Type Ratio F-score RFS CSFS SFUS MIFS

Incomplete labels

5% 0 9 10 9 10
10% 0 7 10 9 10
15% 0 9 10 9 10
20% 0 9 10 9 10

Noisy labels

5% 5 10 10 9 10
10% 6 7 10 10 10
15% 6 6 7 10 10
20% 4 8 7 9 10

Although the above observations give us some intuition about the superiority of the proposed
MIFS framework, the conclusion is not forceful since the dominance is unsurpassed over all the
datasets. To further validate the conclusions that we obtain, we use Demsar’s method [9] to perform
a set of non-parametric statistical tests to compare different methods. Firstly, we make use of
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Table 7. Classification results (mean±std) on six datasets

Dataset Measure F-score RFS CSFS SFUS MDDM MLLS MIFS

Scene

Micro-avg 49.24±3.96 57.54±5.64 58.06±4.34 57.20±5.33 50.42±10.58 51.09±7.00 65.52±6.37
Macro-avg 51.36±4.31 59.37±5.62 58.51±4.79 59.15±5.32 51.16±11.32 52.88±6.74 67.38±5.91
Rank loss 19.82±3.54 14.64±3.75 13.37±2.88 14.60±3.79 21.21±9.95 18.58±6.92 12.53±3.25
Avg prec 48.13±6.93 58.80±7.64 62.53±6.57 58.98±7.79 50.66±14.11 53.19±10.20 67.39±5.97

Topics

Micro-avg 16.77±8.83 36.73±18.62 51.10±15.11 41.60±19.52 16.37±8.05 40.29±9.37 60.28±5.59
Macro-avg 12.75±4.92 24.73±9.39 33.20±5.12 23.27±11.32 12.47±5.79 31.99±3.42 37.18±1.46
Rank loss 36.13±13.32 22.34±12.25 12.56±4.26 25.25±19.58 36.49±15.12 10.96±1.55 8.95±0.43
Avg prec 15.53±4.18 28.64±9.68 37.79±5.96 27.42±11.72 15.31±5.04 37.30±4.03 42.78±1.10

Regions

Micro-avg 7.59±5.14 8.90±7.06 13.33±6.81 12.30±13.05 8.45±7.27 15.35±4.36 38.72±6.19
Macro-avg 4.19±1.79 12.80±5.51 15.72±2.66 12.28±4.36 4.58±2.26 13.46±2.41 17.46±2.75
Rank loss 52.59±15.73 37.60±15.91 29.86±4.63 49.25±21.42 53.18±15.37 36.24±6.22 28.17±1.40
Avg prec 5.38±2.10 17.24±7.40 20.72±3.91 17.12±6.05 5.74±2.57 14.25±3.72 16.85±4.17

Industries

Micro-avg 1.71±0.98 9.25±7.53 0.26±0.02 7.64±2.83 2.67±2.40 6.79±2.68 13.45±3.84
Macro-avg 2.70±1.18 9.43±2.10 2.20±0.23 6.19±1.67 2.59±0.95 6.25±2.62 8.40±1.85
Rank loss 45.87±10.69 41.47±15.86 84.16±2.26 39.06±4.15 46.71±12.18 37.45±3.53 32.63±1.71
Avg prec 3.10±1.15 12.25±2.98 2.18±0.19 7.38±1.05 2.80±0.81 6.89±1.32 9.98±2.53

Arts

Micro-avg 33.06±3.63 35.49±3.22 28.66±1.81 35.71±3.04 31.01±2.14 28.65±1.81 35.82±0.87
Macro-avg 17.83±2.48 20.46±2.64 14.12±0.98 20.55±2.89 15.42±1.23 14.12±0.98 20.74±1.09
Rank loss 35.31±2.39 33.90±2.90 40.57±0.18 33.41±2.12 37.48±1.45 40.56±0.18 33.78±1.14
Avg prec 15.90±2.08 18.38±2.93 12.26±0.23 18.52±2.75 14.28±0.96 12.26±0.23 18.15±0.90

NUS-wide

Micro-avg 7.98±5.98 8.88±5.26 7.79±4.20 8.87±5.17 10.98±5.98 8.16±4.81 16.48±6.07
Macro-avg 3.41±0.41 3.63±0.37 3.61±0.31 3.57±0.33 3.41±0.41 3.30±0.46 3.67±0.40
Rank loss 39.60±1.42 38.56±1.48 39.13±1.12 38.55±1.24 39.60±1.42 39.70±3.07 38.64±1.31
Avg prec 3.62±0.26 3.76±0.37 3.61±0.20 3.77±0.36 3.62±0.26 3.40±0.43 4.10±0.29

Table 8. The comprehensive rank of different methods.

Dataset F-score RFS CSFS SFUS MDDM MLLS MIFS
Scene 6.4 2.7 2.8 3.2 5.3 5.3 1.0
Topics 6.2 4.5 1.9 3.3 6.3 3.8 1.0
Regions 5.3 4.7 3.4 4.6 5.4 2.4 1.0
Industries 5.4 2.9 5.2 3.0 5.1 3.2 1.3

Arts 4.2 1.9 6.7 1.4 4.9 5.9 3.1
NUS-wide 5.9 3.6 5.2 3.7 2.0 5.0 1.0

Friedman test to measure if there is a significant difference between different methods. Specifically,
given k methods and N datasets, let r ji denote the rank of the j-th method on the i-th dataset.
Friedman test compares the average rank of methods, i.e.,R j = 1

N
∑N

i=1 r
j
i . Under the null-hypothesis

(i.e., all methods are equivalent and their ranks R j are equivalent), we have the following statistics:

FF =
(N − 1)χ 2F

N (k − 1) − χ 2F
, where

χ 2F =
12N

k (k + 1)
[
k∑
j=1

R2
j −

k (k + 1)2

4
].

Table 9 lists the statistics FF and the corresponding critical values on each evaluation metric.
According to Table 9, for each evaluation metric, Friedman test at 0.05 significance level (seven
methods, six datasets) rejects the null hypothesis which states that “all methods are equivalent". As
the null hypothesis is rejected, we proceed with a post-hoc test to further analyze the performance
of comparing methods. Here, we adopt Bonferroni-Dunn test [15] to check whether the proposed
MIFS method achieves competitive performance against other state-of-the-art methods. Concretely,
the difference between the average rank of MIFS and one comparing algorithm is measured with
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Table 9. Summary of the statistis FF (k = 7,N = 6) and the critical value (α = 0.05).

Evaluation metric FF critical value
Micro-average 6.25

2.42Macro-average 7.99
Ranking loss 5.59

Average precision 5.08
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Fig. 1. Comparison of MIFS (control method) against other methods with the Bonferroni-Dunn test. Methods
not connected with MIFS are considered to be significantly different (α = 0.05) from the control algorithm.

the following critical difference:

CD = qα

√
k (k − 1)

6N
,

where the critical values qα is based on the Studentized range statistic divided by
√
2 [10]. The

critical value q0.05 is 2.95 and the corresponding CD is 3.68 at significance level α = 0.05. Figure 1
shows the CD diagrams for each evaluation criterion, where the average rank of each compared
method is marked along the axis (lower ranks to the right). In each subfigure, any compared method
whose average rank is within one CD to that of MIFS is interconnected with a thick line. In the
contrast, any method not connected with MIFS is deemed to have a significant difference. The
critical difference (CD=3.68 at 0.05 significance level) is also shown above the axis in each subfigure.
To summarize, MIFS ranks 1st across all evaluation metrics; out of all the 24 comparisons (6 methods
to compare × 4 criteria), MIFS achieves comparable performance in 54% cases; rather impressively,
MIFS achieves significantly better performance in all the other 46% cases. These results clearly
validate the superior effectiveness of our approach to other state-of-the-art multi-labeled feature
selection/extraction methods.

3.4 Convergence Analysis
As mentioned before, the proposed alternating optimization algorithm monotonically decreases the
objective function value in Eq. (4) iteratively until convergence. In addition, the Armijo update rule
is employed to accelerate the convergence process. Armijo rule basically suggests a “good" stepsize
such that the objective function has a “sufficient decrease" meanwhile it bounds the stepsize away
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Fig. 2. Convergence comparison of MIFS with and without Armijo update rule on the Scene dataset.

from zero. Therefore, it has a faster convergence rate than the methods which use a fixed stepsize.
In this subsection, we conduct an empirical evaluation to show the efficiency of the alternating
optimization algorithm with Armijo update rule. In the experiments, the parameters α , β , and γ are
all fixed as 0.1. The following stopping criterion is used:

|Θt − Θt−1 |

Θt−1 < 10−5, (14)

where Θt indicates the objective function value in the t-th iteration.
Figure 2 shows the convergence of the proposed alternating optimization algorithm with/without

Armijo update rule. It can be seen clearly that the alternating optimization algorithm with Armijo
update rule converges more quickly. It converges in 100 iterations, while the optimization algorithm
without Armijo update rule converges needs 1000 iterations.

3.5 Running Time Comparison
In this subsection, we show the efficiency of the proposed MIFS framework by comparing its
running time with other baseline methods. In Table 10, we show the running time that each method
needs to converge to the optimal solution. Among them, SFUS, CSFS and MDDM perform an eigen-
decomposition and matrix inverse computation each iteration which require O (d3) operations.
Hence, they are not suitable to handle high-dimensional data. RFS also needs to compute the matrix
inverse each iteration, which requires O (n3+n2d ) operations. In contrast, MIFS only requires simple
matrix multiplication operations, its computational complexity is O (ndc + n2) each iteration. It
should be noted that the computational cost of MLLS is dominated by the cost of SVD decomposition
on the data matrixXwhich takes O (dn2) only once. Therefore, it is the most computational efficient
method for multi-label feature selection. In a nutshell, compared with the state-of-the-art methods
RFS, SFUS, CSFS, and MDDM the proposed MIFS method is more computationally efficient.

3.6 Parameter Sensitivity Study
There are three parameters in the proposed MIFS framework: α , β , γ . The parameter α measures
the contribution of the multi-label decomposition process. The parameter β controls how strongly
the low-dimensional latent semantics preserves the local geometry structure in the original input
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Table 10. The running time (sec) of different methods.

Dataset F-score RFS CSFS SFUS MDDM MLLS MIFS
Scene 0.14 45.70 8.36 8.64 0.78 0.93 3.20
Topics 98.50 857.96 2883.76 7371.91 9800.12 13.00 964.14
Regions 170.71 428.93 1265.20 8488.16 1038.54 182.14 849.12
Industries 462.14 6061.01 12709.14 23762.73 27095.35 353.13 4783.11
NUS-wide 5.17 110.64 489.85 28.70 3.89 0.28 78.92

Arts 28.19 272.25 9050.39 30954.23 87324.59 5.14 9050.40

space. The third parameter γ controls the sparseness of the proposed model. To study how these
parameters affect the feature selection results and the consequent multi-label classification problems,
we conduct an experiment to study the effectiveness of these parameters and report the performance
on a fixed ratio of selected features, i.e., 20% in Figure 3 and Figure 4. We only present the results
of dataset Scene and Topics on the Micro-Average as we have similar observations on the other
datasets and the other evaluation metrics. Specifically, we tune the parameters α , β and γ from
{10−4, 10−3, 10−2, 0.1, 0.2, 0.5, 1, 2, 5, 10}. The figure of α is shown with the other parameters β and γ
fixed as 0.1. The same experimental setting is used for the figure of β and the figure of γ . Figure 3
and 4 show that the best parameters are α = 5, β = 1 and γ = 10 for Scene, and the best parameters
are α = 2, β = 0.01 and γ = 2 for Topics. The 3rd term (corresponding to β) weighs the least for
both datasets. After checking of the y-axis carefully, we come to the following conclusions: for
Scene, the classification performance is not very sensitive to the changes of parameters; for Topics,
the performance is not very sensitive to the parameters α and β ; however, it is relatively more
sensitive to the parameter γ . Therefore, in practice, we have to pay attention to the parameter
selection for high-dimensional data.

We also draw a 2D performance variation figure w.r.t. the numbers of features in Figure 5. One
observation from Figure 5 is that whenwe increase the number of selected features, the classification
performance first increases, then arrives at the its peak level and then gradually decreases. It shows
the importance of performing feature selection for multi-label classification. However, it is still an
open issue in feature selection research to determine the suitable number of selected features.

4 RELATEDWORK
Our work is most related to sparse learning based feature selection, multi-label learning and
weak-label learning. Therefore, we briefly review related work on these three aspects.

Over the past two decades, hundreds of feature selection methods have been proposed [22, 30,
33, 34, 44, 46, 51]. Recently, sparse learning based methods have received increasing attention
due to their good performance and interpretability. Typically, these methods embed the feature
selection process into the classificationmodel such these two phases complement each other. Among
these approaches, ℓ2,1-norm regularization based methods are extremely popular [7, 39, 40, 43, 56]
due to its ability to handle multi-class classification problems. By imposing the ℓ2,1-norm sparse
regularization, the feature coefficients are guaranteed to be sparse across multiple targets. However,
these methods cannot be directly applied for multi-label feature selection problems as they do not
explicitly consider the label correlations in the feature selection process.

With the prevalence of multi-labeled data in many real-world applications, multi-label learning
emerges to be another hot research topic. The goal of multi-label learning is to induce a function
that can predict a subset of labels for an unseen instance from a given label set [61]. In recent years,
many different approaches have been developed to solve the multi-label learning problems [19].
To deal with the feature space of multi-labeled data, a clustering-based supervised approach [59]
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Fig. 3. Micro-average of MIFS on Scene dataset with respect to different α , β , γ .

is used to obtain label-specific features for each label. LLSF [24] seeks to learn label-specific data
representation for each class label, which not only can be utilized for multi-label classification, but
also can act as input for multi-label feature selection. Similar to many data mining and machine
learning tasks, multi-label learning also suffers from the curse of dimensionality. An effective
strategy is to exploit the label correlations to reduce the feature dimensionality [12, 21, 58]. To learn
the label correlation and do feature selection simultaneously, Gu et al. introduce a matrix-variate
Normal prior distribution on the weight vectors of the classifier to model the label correlation.
In this way, they can find a subset of features, based on which the label correlation regularized
loss of label ranking is minimized [21]. MLLS extracts a common subspace shared among multiple
labels [27]. MDDM projects the original data into a low dimensional space by maximizing the
dependence between the original feature description and the associated class labels [62]. SFUS joint
selects features via a sparse regularization and uncovers the shared feature subspace of original
features [40]. These work are different from our proposed MIFS framework - (1) Most of exiting
multi-label learning methods focus on transforming the original feature space to a new space,
while our method performs feature selection directly which preserves the physical meanings of
the original data; (2) To reduce the negative effects of imperfect label information, we decompose
it to a low-dimensional space and take advantage of it to perform feature selection with sparse
regularization.

Vast majority of previous work on multi-label learning assume that each instance in the training
set is associated with a complete and accurate label assignment. However, in many real-world
applications, the size of the candidate class labels could be very large, e.g., image and text annotation.
Therefore, it is very difficult to obtain a complete label assignment for all training instances. In
the literature of multi-label learning, some recent works focus on the “weak label" (only a partial
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Fig. 4. Micro-average of MIFS on Topics dataset with respect to different α , β , γ .
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Fig. 5. Micro-average variations of MIFS on Scene and Topics with respect to the number of selected features.
The parameters α , β , and γ are fixed as 0.1.

label set is available) problem. In particular, [48] propose a novel weak label learning method
by implicitly assuming that missing labels are equivalent to negative labels. In [4], the authors
explicitly make all available labels to take positive values and all missing labels take negative labels,
and then the weak label learning problem reduces to a fully labeled multi-label learning problem.
Bayesian Compressed Sensing is employed by [28] to solve the multi-label learning problems with
missing labels. However, they assume that different labels are independently distributed, which
is often not the case in reality. Besides, some matrix completion based methods [5, 54] have been
proposed to to solve the same problem. They concatenate the label matrix and feature matrix in a
unified space, and then employ the matrix completion strategy to imputate the missing labels. [53]
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formulate the multi-label with missing labels problem as an inductive learning problem, in which
the smoothness assumption is used to explicitly capture the correlations between labels.

5 CONCLUSION AND FUTUREWORK
In multi-label learning, data instances could be associated with multiple correlated class labels
simultaneously and the corresponding class labels could be noisy and incomplete. In addition to
that, multi-labeled data often has high-dimensional features, and are notorious to mine due to
the curse of dimensionality. In this paper, we study the feature selection problem in multi-labeled
data and propose a novel noise resilient multi-label informed feature selection framework MIFS.
The proposed method has two appealing properties. First, it makes use of latent semantics of the
multi-labels to guide the feature selection phase. Therefore, it alleviates the negative affects of noisy
and incomplete labels in finding relevant features. Second, it exploits the label correlations in the
output space to find features that are shared across multiple labels. The optimization problem of
MIFS is naturally nonconvex and nonsmooth, which is difficult to solve. We present an effective yet
efficient alternating optimization algorithm to seek for a local optimum. Empirical studies on both
synthetic dataset and real-world datasets demonstrates the efficiency and efficacy of the proposed
framework. Further studies are performed to understand the effect of each component in MIFS and
the effects of different model parameters.
Future research can be focused on two aspects. Firstly, we would like to investigate how to

perform online multi-label feature selection in which data samples arrive in a streaming fashion.
Another research direction is to study how to leverage more efficient and distributed optimization
algorithm such as ADMM for large-scale multi-labeled datasets.
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APPENDIX
The SVM based SCut algorithm is shown in Algorithm 2.
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